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Ornag ocHOB MalLUMHHOTO
HaB4YaHHA

lLlo Take malwmnHHe HaB4YaHHA?



Bu3HaueHHA 3a ApTtyp Cemtioensb

ApT1yp CeMioensb (1959): MalLMHHE HaBYaHHS -

e o6nacTb HaBYaHHA, AKa HaJa€ KoMn'toTepy
MOXJIMBICTb BUUTUCA HE BYAYYU ABHO
3anporpaMoBaHUM.

A. L. Samuel*

(]
_ ]
Some Studies in Machine Learning
Using the Game of Checkers. Il—Recent Progress g ol




Bn3sHaueHHA 3a Tom Mituenn

Tom Mituenn (1998): Komn'totepHa nporpama, Aka y4ntbea 3 goceiay E no
BiAHOLLEHHIO A0 AeAKOro Knacy 3aaay T Ta mipy npoayKTuBHOCTI P Ha3nBaeTbecA

MaLlLUMHHMM HaBYaHHAM, AKLO il NPOAYKTUBHICTb Yy 3aga4ax 3 T, O BUMIPIOETbCA
3a ponomoroto P, nokpauyeTtbca 3 gocBigom E.

e [ocsia (naHi): irpun B AKi rpae nporpama cama 3 co601o

e Bumip npoaykTnBHOCTI: koediuieHT BUrpawy
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KnacnyHe nporpamMmyBaHH VS
MaLllNHHE HaBYaHHA

(Anroputm) Mpasuna

(Bxin) Dani

(Buxig) Bignosiai

(Bxia) Oani

e B
Knacuune
nporpamysaHHs
N J
a N\
MawwunHHe
HaB4YaHHS
\ J

Bignosiai (Buxia)

Mpasuna (Anroputm)
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Twvnn HaBYaHHA

3a xapakTepoM HaB4YanbHMX AaHUX (AOCBiAY) MalUMHHE HAaBYaHHA NOAINAITb Ha
YOTUPU TUMN: KOHTPOIbOBAaHE (3 yuntenem), HaniBKOHTPONbOBaHe,
HEKOHTpONnboBaHe (6e3 yunTtens) Ta 3 NiAKPINNeHHAM.

KoHnTponsosaHe HABYaHHS

Supervised learning

HaniBkoHTpobOBaHe HABYAHHS

‘ Semi-supervised learning |

HekoHTposiboBaHe HABYAHHS

|Unsupervised learning

Haguaunst 3 nigkpinaeHss

| Reinforcement learning

Manis ()

T — NPUKIAT, Y — MiTKa

Masi (x,y) 1a x| (2, )] <o

T — NPHKIAJ, Y — MITKa

Hani: x

T — NPHUKJIAJT, HeMae MiTok!

Hani: napu cran-jjis

MetTa — smaiiTn yHKIi0 BiLobpaskeHHsa

Mera — 3naiitu dhyHkuiio eigobpaxenns abo KaTeropiio

Metra — 3HANTH IPABHILHY KATEropi.

MeTa — MaKCHMI3AIld 3aralbHOI BHHAODPOIH, OTPHMAHOT

Ie € sibuyko.

=

e € smyKO.

@9

Ol

Leit 06’exT cxoxknil Ha inmIHit.

T —y T—y APEHTOM 1IPH B3a€MOJLT 3 HABKOJIMIIHIM CepeIOBUIIEM.
Ilpukaan Ilpukaaz
IIpuknasn Ipuxmnan j

Y

[zxre ne, 6o e 3pobuTh Bac CHIILHINIAM




Ak BUNTbCA NtoaNHa?

Mwu Ta iHWI PO3YMHI ICTOTN, BYUUMOCDH 3aBAAKN B3aEMOLIT I3 CBOIM OTOYEHHAM

B3aemogaii yacto 6yBatoTb NOCNIAOBHUMW - ManbyTHI B3aEMOAIT MOXYTb
3anexkatu Big nonepeaHix

Mw HanpaBneHi Ha pe3ynbTaT

Mwu MO>XKEMO BUMTUCA HE MAKOUM I'IpVIKJ'Ia,EI,iB ONTUMarnbHOI MOBEAIHKMN
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Mo3ok nioanHm

bazoBoto o64ncnoBanbHOK OANHULEID MO3KY € HEMPOH. Mo30ok Aopocnoi
NIOANHY cknaaaeTbea 3 86 MinbApAiIB HEMPOHIB, AKi 3’eAHaHi Mixk co6oto

npu6nuaHo 10 - 10 cunancamm.
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Dxepeno: F. A. Azevedo Ta iH., 2009.


https://onlinelibrary.wiley.com/doi/abs/10.1002/cne.21974

bionoriyHnn Ta WTY4YHNN HENPOH

Bionoriunmii Heiipon

MIryunmit veiipon

IMmynbe cIpAMoBaHU
00 TiNa KAITUHK
BigpocTkn
aKCOoHY

IMnynbe
CNpsMOBaHNA BIO

Tino KAITHHH Tina KNiTuKK

To

Imnynse sig akcony (Bxiag)

Tino

KaiTuHK

9(z)

IMnynsc Ha akconi (Buxiz)
AxTusanifina

byuxuin




HeAaki pyHKL

Il akTuBaLll

4 Z

Sigmoid Tanh ReLU Leaky ReLU
o) = = o) = S5 o(z) =maz(0.z) | 97 met(en )
lte = e* e~ ’ €1
: : : ?
/ —4 0 4% -1 o 1 -1 © !




IltogpnHa pobpe cnpunmaTtmn
BI3yanbHYy IHpopmMauito



LLlo Bun 6auunte?



Cobaka-BiBUA YK LWIBabpa?
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Iltoacbknin MO30K HacTiNbKK fo6pe iHTepnpeTye BidyanbHy iHopMauito, Wwo
PO3PUB MiXK 306pa)KeHHAM Ta NOro ceMaHTUYHOIO iHTepnpeTauieto (nikcenamm)
Ba>XKO OLIHUTW IHTYITUBHO:

Lle myxomop.



Lle myxomop.



Lle myxomop.
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Lle myxomop.



Ak HaBYMTb MaLUVH 6a4ynTnN?
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[nA nowyky wabnoHy B AaHNX (BUTAryBaHHA ceEMaHTUYHOI iHopMaLlii, 03HaK)
noTpibHa nobyaoBa cknaaHMx moaenewn, Aki 6 otpnmaTt BpydHy 6yno 6 ayxxe
cknagHo.

OpHak, MOXXHa HanmcaTu nporpamy, Aka 6yae BUNTUCb 3HAXOAUTW WWABNOH B
JaHMX caMOCTINHO.
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Multiple hidden layers
process hierarchical features
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lllo BXOAMTb 4O 3agaydl MallMHHOIO
HaBYaHHA?

e [locTtaHoBKa npobnemun + aaHi
e HaBuaHHA mogeni
e BusHayeHHA cyHKUIT BTpaT

e Bubip anropmntmy ontumisauii
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AKI naHI BUKOPUCTOBYIOTbCA?

BXxigHi ,u,aH| ﬂepe,qﬁaquHﬂ

&

((fﬂsn)

s O
v



O3Hakn y MallMHHOMY HABYaHHI

O3HakM - e cnocTepekeHHs, AKi BUKOPMCTOBYIOTbCA ANA NPUAHATTA PilleHb
MoAaensio.

o [Ina knacudikauii 306 pakeHb KOXXEH MiKCelb € 03HAKOIO
e [1nA po3ni3HaBaHHA ronocy, 4yactoTa Ta ry4yHiCTb € O3HaKaMWU

e [InAa 6e3ninoTHMX aBToMOGIiNiB AaHi 3 kamep, pagapis i GPS € o3Hakamu
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Tnnn o3Haky poboTOoTEXHILI

e [likceni (RGB paHi)
e MnbuHa (coHap, nasepHi Aanekomipu)

e OpieHTauia abo npruckopeHHA (ripockorn, akcenepomMeTp, Komnac)
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HenoHaB4YaHHA VS rnepeHaB4aHHA

Brparu




HenoHaB4YaHHA VS NepeHaB4YaHHA

Under-fitting Appropriate-fitting Over-fitting
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lllo Take monenb?

Xouya Te, o 3HaxoaAnTbCcA BCcepeanHi rMnbnHHOI HEMPOHHOT MepeXXi, MoXke 6yTun
cKnagHuMm, 3a CBOEIO CYTTIO Lie MPOCTO (pyHKLUIi. BoHn 6epyTb NeBHi BXiAHI AaHi:
INPUT x i reHepytoTb aeaki BuxiaHi aani: OUTPUT f(x)

INPUT x
v
(

Q.0 0.0

FUNEFION f:

)L

OUTPUT f(x)




3 4oro cknagaeTbca moaenb?

KoMnoHeHTU Moaeni

ApxiTekTypa MepeXxi= deploy.prototxt HaeueHi Barm = *** caffemodel Mopgens
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[bxepena noMunok mogeni

e 3cyB (Bias)
e Poskupa (Variance)

e Wym (Irreducible error)

Err = Bias® + Variance + Irreducibleerror

A
Total Error

Variance

Oplimum Model Complexily

Error

s >
Model Complexity




IHTYILLIA

Low Variance High Variance

Low Bias

High Bias
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Applications and successes



. Detectron2: A PyTorch-based modular object detection ... 0
Copy link

Obiject detection, pose estimation, segmentation (2019)

32/194


https://www.youtube.com/watch?v=5kpsZoKjPgQ
https://www.youtube.com/channel/UC5qxlwEKM7-5YZudb24l0bg?feature=emb_ch_name_ex

... Google DeepMind's Deep Q-learning playing Atari Break.. ~»

PAPERS

Reinforcement learning (Mnih et al, 2014)
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https://www.youtube.com/watch?v=V1eYniJ0Rnk
https://www.youtube.com/channel/UCbfYPyITQ-7l4upoX8nvctg?feature=emb_ch_name_ex

C‘ODC‘DF‘DDOC’DC‘QFC‘
Iéggl“i’* HE
OOOOOODOOOOCODO0.0

PHTHTIIIT

Strategy games (Deepmind, 2016-2018)
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https://www.youtube.com/watch?v=HcZ48JDamyk
https://www.youtube.com/channel/UC3YuO2Zux8kPfxTrKI6Xt7g?feature=emb_ch_name_ex

. NVIDIA Autonomous Car ~»

Autonomous cars (NVIDIA, 2016)
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https://www.youtube.com/watch?v=qhUvQiKec2U
https://www.youtube.com/channel/UCHuiy8bXnmK5nisYHUd1J5g?feature=emb_ch_name_ex

Autopilot (Tesla, 2019)
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https://www.youtube.com/watch?v=tlThdr3O5Qo
https://www.youtube.com/channel/UC5WjFrtBdufl6CZojX3D8dQ?feature=emb_ch_name_ex

Physics simulation (Sanchez-Gonzalez et al, 2020)
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0 AlphaFold: The making of a scientific breakthrough ~»

Al for Science (Deepmind, AlphaFold, 2020)
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https://www.youtube.com/watch?v=gg7WjuFs8F4
https://www.youtube.com/channel/UCP7jMXSY2xbc3KCAE0MHQ-A?feature=emb_ch_name_ex

Speech synthesis and question answering (Google, 2018)
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https://www.youtube.com/watch?v=7gh6_U7Nfjs
https://www.youtube.com/channel/UCCjyq_K1Xwfg8Lndy7lKMpA?feature=emb_ch_name_ex

Artistic style transfer (Ruder et al, 2016)
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https://www.youtube.com/watch?v=Khuj4ASldmU
https://www.youtube.com/channel/UC351jap1wiOJvKXr3mhODlg?feature=emb_ch_name_ex

. A Style-Based Generator Architecture for Generative Ad... ~»
Share

Coarse styles
(428

Middle styles
(167 =327

Fine styles
(64— 10247%)

Image generation (Karras et al, 2018)

41/194


https://www.youtube.com/watch?v=kSLJriaOumA
https://www.youtube.com/channel/UCRtoHpUxLBJ95IU-p-4T_iA?feature=emb_ch_name_ex

. GTC Japan 2017 Part 9: Al Creates Original Music ~»

pE—_—

Music composition (NVIDIA, 2017)
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https://www.youtube.com/watch?v=egJ0PTKQp4U
https://www.youtube.com/channel/UCHuiy8bXnmK5nisYHUd1J5g?feature=emb_ch_name_ex

iD¥) Behind the Scenes: Dali Lives

-

Share

Dali Lives (2019)
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https://www.youtube.com/watch?v=BIDaxl4xqJ4
https://www.youtube.com/channel/UCY-6T66-azasLIwzVf4Q9TQ?feature=emb_ch_name_ex

Acouiauieto ob64mncntoBanbHoi TexHiku (ACM) HaropoaxeHo B 2018 poui
npewmiero TiopiHra tTakmx HaykosBuiB: Yann LeCun, Geoffrey Hinton, Yoshua
Bengio 3a KOHUenTyanbHi Ta iIHXXeHepHI rnpopuBu, AKI 3p061IN B IITNOUMHHNX

HEVPOHHUX MepeXKax.



HYomy DL npautoe?

Anroputmu (cTapi Ta HOBI) 3pocCTae KinbKiCTb AAHNX

X

h 4

weight layer
F(x) J relu «
weight layer identity

MporpamHe 3a6e3neyeHHsn

+F

Q CN theano
Caffe? CNTK Ten.;g'.l aw

v dmic
i PYTHRCH mxnet

Chainer
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"For the last forty years we have programmed computers; for the next forty years
we will train them."”

Chris Bishop, 2020.
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BcTyn no HaB4aHHA 3
NIAKPINNEHHAM



OCHOBHMM BUKITMKOM LUTYYHOTO IHTENEKTY Ta MalWlMHHOIO HaBYaHHA €
NPUWHATTA NPaBUNbHUX PiLLEHb B YMOBaX HEBU3HAYEHOCTI
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BunaHaueHHA RL

HaBuaHHA 3 niakpinneHHAM (reinforcement learning, RL) - cimelicTBo anroputmis,
AKI BUBYAIOTb ONTUMarbHYy CTpaTerito, MeTO0 AKOI € MaKCMMIi3auiA 3aranbHOl
BUHAropoAan, oTPMMaHOoi areHTOM NMpw B3aeMOAIT 3 HABKOMULLHIM cepeaoBULLEM.

(@,

.J

L3 |
a s

¢ Hanpwknap, KiHueBO BMHaropoaoto b6inbwocTiirop € nepemora. Cuctema HaB4aHHA 3
NioKPINIIEHHA MOXE CTaTM EKCMEPTOM Y CKIMagHUX irpax, LWiAXOM OUIHIOBaHHA

NOCNIAOBHOCTI NoNepeaHix iIrPOBMX XOAiB, AKi B NiACYMKY Np3Benu Ao nepemoru abo

nporpatuy.
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BuaHayeHHA RL

RL - Hayka npo Te, AK NpuMaTu pilleHHA Ha OCHOBI B3aEMOAIN

e lle Bumarae Big Hac 3agymaTtunca Haa;:
o yacom

(noBrocTpoKOBUMM) HacNiAKAMM CIPUYNHEHI AiAMMN

(o]

o

360pom gocsiay

(o]

nepenbayeHHAM ManbyTHbLOIO

o

60pOoTb60I0 3 HEBU3HAYEHICTIO
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3actocyBaHHA RL

Irpu (Atari, AlphaGo)

Po6oTtoTtexHika (End-to-End Training)

e (DiHaHcK

B3aemogaia nioanHmn 3 komn'totepom
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https://www.youtube.com/watch?v=V1eYniJ0Rnk&list=RDCMUCbfYPyITQ-7l4upoX8nvctg&index=1
https://www.youtube.com/watch?v=mzpW10DPHeQ
https://www.youtube.com/watch?v=CE6fBDHPbP8

[TonuynHm BukopmnctaHHA RL

1.MNMowyk paHiwe HEBIAOMUX PiLLEHb

o [Npwuknag, nporpama, Aka moxxe rpatn B Go kpalue, Hi>k Oyab-Aka
nognHa, 6yagb-kKonm

2.[lowyk pileHb B pexknmi peanbHOro 4yacy 3a HenepegbayeHnx o6cTaBuH

o [lMpwuknag, poboT, AKMN MOXXe OPIEHTYBATUCA HA MICLLEBOCTI, AKA 3HA4YHO
BiAPI3BHAETLCA BiA OyAb-AKOT O4iKyBaHOI MiCLLEBOCTI

e ANropmMTMun HaBYaHHA 3 NIAKPINSIEHHAM HaMaralTbCA 3a40BINbHUTM 06MABa
SIENTY

e 3ayBa)kTe, O APYIrniA NYHKT CTOCYETbCA He (MPOCTO) y3aranbHeHHA - Lie
OinbLWwoto Mipoto Npo edheKTMBHE HABYAHHA B PEXXMMI peanbHOro yacy nig
yac B3aEMO/Ii 3 cepefoBULLEM
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AreHT (agent)

AreHT (agent) - Le Te, WO iCHYe OKPEMO Bif iHLWIMX peyei Ta BUKOPUCTOBYE NEBHY
cTpaTerito (policy) anAa makcumisauii odikyBaHoi BuHaropoav (reward),
OTPUMAaHOI Bia nepexoay Mixk ctTaHamu cepenoBuila (environment).
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Cepeposuie (environment)

%

CepepoBulie - Lie CTOXaCTUYHMNI Ta HEBM3HAYEHWW CBIT, B AKOMY areHT iCHYE Ta
aie.




[ia (action)

Environment
ERESE:

o,

Action

Lia - mexaHi3m, 3a AONOMOro AKOro areHT NepexoanTb Mi>kK 4O3BOSIEHNMU
cepenoBuLiemM cTaHamun. AreHT obupae aito, BUKOPUCTOBYOUM CTpaTErito.



BuHaropoaa (reward)

Environment
ERESE:

& .
% P

Action Reward

BuHaropoaa - uncnosum pedynbTaT, OTPUMaHWN areHTOM Yy Hacniaok nepexoay
Mi>K cTaHaHaMW, AKi BU3HaYeHi cepenosuLLem (aii).



Lnkn B3aemogmnii

Environment
ERESE:

o %
3 s |l

Action Reward State

CtaH - 3HaYyeHHA NapaMeTpIB, LLLO ONNCYOTb NOTOYHY KOHQuIrypauito
cepepnoBuLla. AreHT BUKOPUCTOBYE LI napameTpwu anAa Bubopy Aii.



[MnouHHe RL (Deep RL)

Environment
EAESIE

PP~

R_eward State

Mpn rMMbuHHOMY HaB4YaHHI 3 NiIAKPINNIEHHAM areHT 3a3sBm4an obpobnae 2D-
306paXkeHHA i3 BUKOPUCTAHHAM 3ropTKoBMX HeMpoHHMX mepexx (CNN) - ue nae
NOMY MOXITMBICTb HaB4YaTUCb "iI3 No6ayeHOro" 3aBAAKM HAaCKPI3HIN MepeXi, AKa
nepeTBoptoe Habip nikcenie y Aii.


https://www.coursera.org/lecture/machine-learning-projects/what-is-end-to-end-deep-learning-k0Klk

XapakTtepucTtunka RL

Yym HaBYaHHA 3 NiAKPINNEeHHA BIAPIZHAETLCA BiA IHWINX NapagnurMm MallmMHHOro
HaB4YaHHA?

e HiAKOro KOHTPONIO, NNLLE CUrHaM NPo BMHaropoay
e 3BOPOTHIN 3B'A30K MOXXe 3aTpMMyBaTUCA, a HE MUTTEBO NepeaaBaTncA
e Yac mae 3Ha4yeHHA

e binbw paHHI pilleHHA areHTa BNAMBalOTb Ha MO0 HACTyMHiI ail
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OcHoBHi noHATTA RL

e Cepeposuule (environment)
e BuHaropopa (reward)

e AreHT (agent), AkKnin BKNoyae:

o CrtaH areHta (agent state)
o Crtparterito (policy)
o Q-dyHKUIlO, AKa BiAOMa AK PYHKLIA 3HaYeHHA cTaH-AaiA (state-action value function)

o Mopenb (3a 6axkaHHAM)
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Lnkn B3aemogmnii

Environment
ERESE:

o %
3 s |l

Action Reward State

MeTta — onTMi3yBaTu 3aranbHy BUHAropoay, oTpMMaHy areHTOM Nnpu B3aemodaii
3 HAaBKOJMLLUHIM cepeaoBULLEM.



AreHT Ta cepenoBuLLE

Environment
E% %
Q, AP (a
Action Reward State
Agent

Ha Ko>kHOMY Kpoui B MOMEHT Yacy t areHT:

o Otpumye cnoctepexerHa O; Ta BuHaropoay R;

o Bukonye aito A;

CepenoBuie:

o OTpumye aito A;

o Mpoaykye cnoctepexxeHHa O;, 1 Ta BuHaropoay Ry 1



BuHaropona

BuHaropoaa R; — ue ckanAapHWiA curHan, AKUN OTPUMYE areHT y AKOCTI
3BOPOTHOrO 3B'A3KY Big cepenosmula.

e [lokasye, Hackinbku Aobpe npautoe areHT y MOMeHT Yacy t BianoBiAHO A0
noctaBneHol MeTW.

e 3aBAaHHA areHTa — MakCUMIi3yBaTu KyMYNATUBHY BUHAropoay:

G = Riy1 + Ry + Ry + -

® Gt Ha3nBAa€ETbCA 3arasJibHOKO BUHAropoaoto (return) — CyMa BCiX BMHAropo4a,

AKi areHT po3paxoBye OTpuMaTh Npu AOTPUMaHHI cTpaTerii Bia NeBHOro
CTaHy A0 KiHUA eni3oay.

o Enisoa — koxkHa cnpoba areHTa BUBYNTU CEPEAOBULLE.

CnoBHuk: Machine Learning Glossary: Reinforcement Learning 62/194


https://developers.google.com/machine-learning/glossary/recsystems

[ INnoTe3a BUHaropoau

HaBuaHHA 3 niakpinneHHAM 6a3yeTbCcA Ha rinoTesi BUHaropoau:

"byab-AKa MeTa Moxxe 6yTn popmMani3oBaHa AK pe3dynbTaT Makcumisauii
CYKYMNHOi BUHaropoaun."
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LliIHHICTB

OuikyBaHa cykyrnHa BMHaAropoaa Bif cTaHy S Ha3MBaeTbCA LiHHICTIO (value):

’U(S):E[Gt‘StZS]:
=E [Riy1 + Revo + Reys + -+ | St = 8]

e LliHHiCTb 3aNeXXnTb BiA Ain areHTa

MeTolo € Makcumi3auif LiHHOCTI v(s) LnAXom BM6OPY areHToOM npaBuibHUX Al

BuHaropoau Ta uiHHOCTI BU3Ha4YaloTb KOPUCTb CTaHIB Ta A (HEMae KOHTPONbOBAHOIO 3BOPOTHOTO 3B'A3KY)

e 3BepHiTb yBary, Lo 3aranbHa BMHaropoia Ta LLiHHICTb MO>XKyTb OyT/ BU3HAYEHI PEKYPCUBHO:

Gy =Ry + G
v(s) =E [Rir1 + v(St41) | St = 3]




LLiIHHICTb AIn — Q-dpoyHKLIA
e 'Q' o3Hauae AkicTb (quality)

Q-byHKLIA 4O3BONAE OLIHUTY LiHHICTb (AKICTb) Ail :

q(s,a) =E[G: | St = s, At =a] =
=E [Ryy1 + Ryyo + Ryyg + -+ | Sp =5, Ay = a

Q-dbyHKUiA — dyHKLIA AKOCTI, AKa Nnepeabadae ovikyBaHy 3aranbHy BUHaropoay (return) Big BUKOHaHHA Aild y
NeBHOMY CTaHi Ta AOTPUMAaHHI 3a4aHoi cTpaTerii.

e 3Ha4yeHHA CTaHy Ta Aaii 6yae AeTanbHilWe PO3rnAHYTO Ni3Hille

CnoBHuk: Machine Learning Glossary: Reinforcement Learning 65/194


https://developers.google.com/machine-learning/glossary/recsystems

KnoyoBI NOHATTA

Oopmaniam HaB4YaHHA 3 NiAKPINSIEHHA BKNO4Yae y cebe Taki NOHATTA:
e CepepnoBuule (anHamika 3agauvi)
e BuHaropopna (Bu3Hayae meTy)

e AreHT, AKNX BKNOYaE:
o CraHareHTa
o Crtparterito (policy)
o Q-dyHKLUilO, BiloMa TaKoXX AK PyHKLUIA LiHHOCTI cTaH-AaiA (state-action value function)

o Mopenb (3a 6axkaHHAM)
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KOMMOHEeHTW areHTa

o CraH areHta (agent state) (oreactons | [ oy | (reactens | [ porer |

Crpareria

Q-dyHKuUiA
observation | observation

¢ Moﬂenb ime step t ime s fime
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CtaH cepenoBuLLa

o CraH cepenoBuila — Lie BHYTPILLHIN CTaH cepenoBuLLa e [ [

- —1|
o 3as3Buyai Len cTaH HEBUAMMWUIN areHTy ”IJ L —1 ] | |
e HaBiTb AKLLO CTaH cepefoBULLA BUOAVMUMK areHTy BiH MOXKe _|E_ |—| b h L

MicTuTK 6arato 3anBoi iHpopmaLii _|_|J:_l TI_ 1= 7
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CtaH areHTa

o lcTopia — ue nocninosHicTb 3 cnoctepexers O, ain A ta

BuHaropoa R:

Ht — OO7A07R17 017 Tty Otf17Atf17Rt7 Ot

o IcTOpiA BUKOPUCTOBYETbCA ANA NO6YAOBM CTaHy areHTa S

o,

Action

Environment
Binedt]
+

R_e ward




[TOBHICTIO OrnAgoOBE cepenoBuLLE

[MpunycTrmo, Wwo areHT 6a4nTb NOBHICTIO CTaH cepenoBuLla. Toai:
® CMNOCTEPEXEHHA = CTaH cepenoBmnLla

e CraH areHTa € NPOCTO CMOCTEPEXKEHHAM:

S; = O; = cTaH cepenoBuLLa

Y ubomMy BUNaaKky areHT 6epe yyacTtb y npoueci npuinHATTA pileHb MapkoBa (Markov decision
process - MDP). Llei npouec Ha3BaHuW Ha YecTb AHApia Mapkosa. MDP cnyrye matemaTtnyHoo
OCHOBOIO ANA TOro, Wob 3moaentoBaTy NPUWHATTA PiLLEHHA B CUTyaUiAX, Ae pe3ynbTaTu €
4acTKOBO BMMNAAKOBI Ta YaCTKOBO M4 KOHTPOJIEM areHTa, AKNM NPUNMaE PilLlEHHA.

[OopnatkoBo MoxkHa nountaTti npo MDP y poaaini 3 Reinforcement Learning: An Introduction a6o y poaaini 2 Algorithms for Reinforcement Learning


https://uk.wikipedia.org/wiki/%D0%9C%D0%B0%D1%80%D0%BA%D0%BE%D0%B2%D1%81%D1%8C%D0%BA%D0%B8%D0%B9_%D0%BF%D1%80%D0%BE%D1%86%D0%B5%D1%81_%D0%B2%D0%B8%D1%80%D1%96%D1%88%D1%83%D0%B2%D0%B0%D0%BD%D0%BD%D1%8F
https://uk.wikipedia.org/wiki/%D0%9C%D0%B0%D1%80%D0%BA%D0%BE%D0%B2_%D0%90%D0%BD%D0%B4%D1%80%D1%96%D0%B9_%D0%90%D0%BD%D0%B4%D1%80%D1%96%D0%B9%D0%BE%D0%B2%D0%B8%D1%87
http://incompleteideas.net/book/RLbook2020.pdf
https://sites.ualberta.ca/~szepesva/papers/RLAlgsInMDPs.pdf

MapkoBcbKi npouecu npunHATTA pitweHb (MDPs)
MDPs HapatoTb KOPUCHUI MaTeMaTU4YHU anapat

BuaHaueHHA. [Ipouec NnpunHATTA pilieHb € MapKOBCbKUM, AKLLO

p(ra S ‘ St7 At) :p(’ra S ’ Hta At)

Lle o3Hauae, Wo cTaH MiCTUTb BCE, LLLO HaM NMOTPIOHO 3HaATK 3 icTOopIi

Lle He o3Hauae, Lo CTaH MICTUTb yCe, ane NPOCTO AoAaBaHHA ICTOpPIi He
aonomarae

—— AK TiNbKK cTaH cTaHe BiAOMUM, ICTOPItO MO>XHa Oyae BIAKUHY TN
o Yce cepepnoBulle +cTaH areHTa — MapKoBCbKi

o MNosHa icTtopia H¢ € MapkoBcbkolO

Ak npaBuno, ctaH areHta S; € neAKUM cTucHeHHam Hy

Mpumitka: S; — cTaH areHTa, a He cepenoBuLLa
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HacTKOBO ornAanoBe cepenoBuLLE

e YacTkoBa ornAnoBICTb: areHT OTPUMYE HEMOBHY iHpOpMaLito Npo cTaH
cepenosma

o Kamepa 3opy He noBigomnaAe poboTy noro abcontoTHE MicLe po3TallyBaHHA

o AreHT, Wwo rpae B nokep, 6a4nTtb nuwe BIAKPUTI KapTun
e Tenep cnoctepexeHHA He € MapKOBCbKMM NPOLLECOM

e QopmanbHO — Le 4aCTKOBO OrnNAAOBUN Npouec NPUUHATTA piweHb MapkoBa
(partially observable Markov decision process, POMDP)

e CraH cepeanosnila BCe e MmoXxe 6YTI/I MapKOBCbKI/IM, alie areHTt uboro He
3Hae

e Mwu Bce e moxkeMo NnobyayBaTh CTaH areHTa, Akmin 6yane MapkoBCbKUM
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CtaH areHTa

o [liiareHTa 3anexkatb Big MOro ctaHy Environment

o CraH areHrTa € dhyHKLUi€lO icTOpIi @m &

 [nakoHkpeTHoro ctany: S; = Oy Q# Y @
Action Reward State

e binbw 3aranbHo:

St+1 = u(St, At, Rev1, Oty1)

Ae U — (pyHKUIA OHOBMNEHHA CTaHy

e CraH areHTa, AK NpaBuno, HabaraTto MeHLW NN, Hi>XXK CTaH
cepenoBwuiLLa



CtaH areHTa

[MoBHWUW cTaH cepenoBna-nabipnHTy




CtaH areHTa

[MoTeHUiNHa AanbHICTb CNOCTEPEXKEHb areHTa
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CtaH areHTa

CnocTepeXkeHHA B iHLLIOMY MicCLi
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CtaH areHTa

[1Ba cnocTepekeHHA HEMOXKINMBO BIAPISHUTH
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CtaH areHTa

Lli aBa cTaHn He € MapkoBCbKMMN
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HacTkoBO ornAanoBe cepenoBuule

e Malouun cnpaBy 3 4aCTKOBO OrNAAOBUM CEPEAOBULLEM, ar€HT MOXe
nobyayBaTu NpaBuIibHe NPeACTaBlIEHHA CTaHy

e [lpnknaawn cTaHiB areHra:

o OcTtaHHe cnoctepexeHHa: S; = O, (moxe 6yTn HeAOCTaTHbO)
o Ycaictopia: S; = H; (moxe 6yTv 3aHaATO BENUKNM)

o 3aranbHe oHosnenHa: Sy = u(S;_1, A1, Ry, O;) (ane ak o6patn/Bnsumnty u?)

e [lobyayBatu noBHicto MapKOBCbKNW CTaH areHTa 4acTo € HEMOXKITUBUM
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KOMMOHEeHTW areHTa

e CtaH areHTa
e Crpareria (Policy)
o Q-dyHKUIA

e Mopoenb
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Crtparteria

Crpareria BU3Ha4ae noBediHKy areHTa

CrpaTeria — ue nnaH nepexoay Mi>k CTaHOM areHTa Ao Aaii
e [etepimiHosana ctpateria: A = 7(S)

e Croxactuuna ctparteria: m(A|S) = p(A|S)

81/194


https://uk.wikipedia.org/wiki/%D0%94%D0%B5%D1%82%D0%B5%D1%80%D0%BC%D1%96%D0%BD%D0%BE%D0%B2%D0%B0%D0%BD%D1%96%D1%81%D1%82%D1%8C
https://uk.wikipedia.org/wiki/%D0%A1%D1%82%D0%BE%D1%85%D0%B0%D1%81%D1%82%D0%B8%D1%87%D0%BD%D1%96%D1%81%D1%82%D1%8C

KOMMOHEeHTW areHTa

e CraH areHTa
e Crpareria
o Q-doyHKUIA, PYHKLIA LLIHHOCTI

e Mopoenb
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DyHKLUIA UIHHOCTI

o (akTnyHa PyHKUIA LIHHOCTI — Lie OYiKyBaHa 3aranbHa BuHaropoaa:

v:(8) =E |Gy | S; = s,7] =
=E [Ri11 + 7Rt ‘|”Y2Rt+3 + .-+ | S =s,7]

TyT BBeaeHo hakTop 3MEHLEHHA Y € [0, 1]. HYum BiH MEHLWINI, TUM MEHLUE
areHT 3aMWUCIIOETLCA Haa BUroaoto Bia ManbyTHIX CBOIX AiN.

o Bumiptoe BaxxnneicTb HANBNNXKYMX VS AOBFOCTPOKOBUX BUHAropoa,

LlinnicTb v, ($) 3anexuTsb Bia cTparerii

Mo>ke BukopuctoByBaTmcA Af1A OUiHKK 6a>kaHUX CTaHIB

Mo>xe BukopuctoByBaTmUcA AnA BUOopy MiXK AiAMU
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DyHKUIT LLIHHOCTI

e 3aranbHa BMHaropoga mae pekypcusHy popmy: Gy = Rir1 + vGipq

e Tomy doyHKUIA LIHHOCTI MOXe OyTn 3anmncaHa Tak:

Ur(8) = E [Rey1 + Gy | St = 5, A ~ m(s)] =
=K [Rt_|_1 + ’}/’UW(SH_l) ‘ St = S, A ~ 7T(S)]

Tyt A: = a ~ 7(s) o3Hauae, Wo a BUGPaHO CTpaTerielo 7y CTaHi § (T €
neTepMiHOBaHOIO)

e Lle piBHAHHA Binome AK piBHAHHA Bennmana (Bellman 1957)

¢ [logibHe piBHAHHA MOXXHa OTPMMATW ANA ONTUMAanbHOI (= MakcUManbHO
MO>XNMBOI) LliIHHOCTI:

o He 3anexwuTb Bia cTpaTerii

v+ () = m(?XE[RtH + Y0 (St41) | St = s, At = a




Anpokcnmaula PyHKLUIT LLIHHOCTI

e AreHT NoCTINHO anpPOKCUMY€ 3HaYeHHA PyHKUIT LLIHHOCTI
o [1nA BMKOHAHHA anpoKcMMauii iCHYIOTb crneuianbHi anropntmMmm

e 3aBaAKM NpPaBUNbHIN YHKLIi LIHHOCTI areHT MOo>ke NOBOANTUCHA
ONTMManbHO

e [lpn npaBnNbHNX HABNMXXEHHAX areHT Mo>ke Ao6pe NOBOANTUCA HaBITb Y
HaA3BMYaNHO BENMKNX cepenoBumlax
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KOMMOHEeHTW areHTa

e CraH areHTa
e Crpareria
o Q-dyHKUIA, PYHKLIA LLIHHOCTI

e Mopenb
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Moaenb

Moaenb nepeabayae noBeAiHKYy cepenoBulla

Mepenbayae HacTynHWIA cTaH areHTa P:

P(s,a,s') ~ p(S11 =5 | S =s, At = a)

A60 nepenbaynae HacTynHy (MuTTEBY) BUHaropoay R.:

R(s;a) = E[Riq | St = s, At = a)

e Mopaenb He Biapa3y Aae HaM XOpPOLLYy CTpaTerito, TOMY NPUXOANTbLCA areHTy
nnaHyBaTu CBOI Ail

Mo>kyTb TaKO>X pO3rnAaaTUCb CTOXAaCTUYHI (reHepaTuBHI) moaeni



[lpnknan



[lpnknan 3 nabipMHTOM

Start

Goal

e BuHaropopga:-1a60 1 3a kpok
e [ii:N,E,S,W

e CtaHun: Micue3HaxoaKeHHA areHTa



[lpnknan 3 nabipUHTOM: CTpaTeriA

e CTpinkv NpeacTasnAloTb CTPaTerito areHTa 7r($) AnA KOXXHOro CTaHy S



[lpnknan 3 nabipnHTOoM: QPYHKLIA
LUIHHOCTI

e Yucna npeacTtaBIiAlOTb SHAYEHHA ’Uﬂ-(S) ANA KOXXHOIo CTaHy S



[lpnknan 3 nabipMHTOM: MOAENb

EEIEIEE
oE

e [aHwni wabnoH aBnae co6oto Moaernb YacTKoBoro nepexoay P

e Undpw nosHaualoTb MUTTEBY BUHaropoay %, (y uboMmy BUNaaKy oaHakoBa
anaycixaTas')



Knacunikalifa areHTIB



Knacudikauia areHTIB

e Ha ocHosi uiHHocTi (Value Based)

o OyHKUIA LiIHHOCTI

e Ha ocHosictparterii (Policy Based)

o Crpareria
e Actor Critic

o Crpareria

o (yHKUIA WIHHOCTI
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http://incompleteideas.net/book/first/ebook/node66.html

Knacundikauia areHTiB

e Be3 mopeni (Model Free)

o Crparerifai/abo pyHKUIA LiIHHOCTI

e Ha ocHosi moaeni (Model Based)
o Crtparteriai/abo dpyHKUiA LiHHOCTI (3a 6aXkaHHAM)

o Mopaenb
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[lin3apnaul RL



[lepenbayeHHA Ta KOHTPOIb

e [lepenbayeHHs: oUiHUTM ManbyTHe (AnA NeBHoIl cTparTerii)
e KoHTponb: onTuMidyBaT ManbyTHe (3HaANTW HaWKpally CTpaTerito)

e [lepenbayeHHA Ta KOHTPOMb MOXXYTb 6YTU CUIBbHO NOB'A3aHI Mi>XK co6010:

T« (8) = argmax v, (s)
a
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HaB4yaHHA Ta MNJiaHyBaHHA

[Ba oyHoameHTanbHi 3aBAaHHA HaBYaHHA 3 NIAKPINAEHHA

e HaByaHHA:

o CepepnoBuule cnoyaTky HEBiAOMe areHTy

o AreHT B3aemMogaie 3 cepeaoBuNLLEM

e [lnaHyBaHHA:

o [aeTtbcsa (abo BMBYAETLCA) MOAENb CEPEAOBULLA
o [naHu areHTa B Ui Moaeni (6e3 30BHILHbOT B3aEMOAI)

o Y niTepaTypi BUKOPUCTOBYETbCA TaKi TePMiHW: reasoning, pondering, thought, search, planning
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HaB4yanbHI KOMMOHEHTW areHTa

e YCi KOMNOHEHTU € PYHKLIAMN:

o Crpateriaim:S — A
o OyHkuia uiHHocTi:V : & — R
o Mopmenb:m : S — Sta/abor : S — R

o OHosneHHAacTany:u: S X O — S

e Hanpwuknag, Mn MOXXeMO BUKOPUCTOBYBATU HEVPOHHI MepeXi Ta
BUKOPUCTOBYBATU METOAN MNONHHOIO HaB4YaHHA ANA BUBYEHHA

e [NMMOWHHE HaBYaHHA — BaXXNUBUWN IHCTPYMEHT

e [NMMOWHHE HaB4YaHHA 3 NiAKpPiNIeHHAM — Ue 6araTta Ta akTUBHa rany3b
AOCNIoKEHb
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[lpnknan: [lepecyBaHHA



DeepMind - Emergence of Locomotion Behaviours in Rich Environments
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https://www.youtube.com/watch?v=hx_bgoTF7bs
https://www.youtube.com/channel/UCP7jMXSY2xbc3KCAE0MHQ-A?feature=emb_ch_name_ex

Betyn oo MITP

e MapkiBcbKi npouecn NPUUHATTA PilleHb opMarnbHO ONMUCYIOTb
cepenoBuLUe ANA HaBYaHHA 3 NIAKPINSEHHAM

e Tawm, oe cepenoBule € NOBHICTIO OrNALOBUM
e [lOoTOYHMIM CTaH areHTa NOBHICTIO XapakTePM3Yye Npouec

e Mawxe Bci 3apaudi RL mo>kHa popmanisysaTtum ak MIIT1P
o OnTumanbHe ynpaBniHHA Hacamnepepn ctocyeTbeA 6e3nepepsHux MIIMP

o 3apadi B4aCcTKOBO OrfAAOBOMY cepefoBuLL MOXXyTb 6yTn 3BeaeHi oo MINIMP
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BnactuBictb MapkoBa

ManbyTHe npoLecy He 3aneXXuTb Bia MUHYNOro, a 3aneXxuTtb Nnlie Bia
NOTOYHOIO CTaHy

CtaH S; € MapkiBCbKMM TOAi | TiNbKKY TOAI

P[Sti1]S:] = P[Se11|S1, -+, Si]

e Lle o3Hauae, WO NOTOYHWUI CTaH areHTa MiCTUTb BCE, L0 HaM NMOoTPI6HO 3HATK
3 1oro ictopii

e AK TINbKW CTaH CTaHe BiAOMUM, iICTOPIO MOXXHa 6yae BIiAKUHYTH

e Tob6TO,CcTaH — Le AOCTaTHA CTaTUCTUKa AnA MaVIGVTHbOFO
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Bnactusictb MapkoBa

LLlo6 nepeBipuTn cBOE pO3yMiHHA BnacTueocTi MapkoBa, po3rnAHeMOo Aekinbka 3agad ynpasniHHA abo 3apad

NPUNHATTA pilleHb i TOANBUMOCH, AIKI 3 HUX MatoTb BracTmeicTb MapkoBa:

e BopaiHHA aBTOMOOINA

PilueHHA IHBeCTyBaTW B akLii YM Hi

Bubip nikyBaHHA nauieHTa

HiarHocTtmnka xBopo6bun nauieHTa

[MepenbaunTtn, Aka KomaHaa Burpae y pytbonbHOMY maTui

MowyK HaKOPOTLIOro MapLpyTy (HANKOPOTLLOr0) 10 MEBHOIO MNYHKTY
NPWU3Ha4YeHHA

HaBeaeHHA npuuiny rapmaTtii Ha NOCTPIN y AaneKky MilleHb
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MaTtpuusa 3amiHu cTany (state transition matrix)

IMoBIipHicTb nepexoay Mixk MapkiBcbknMu cTaHamu § — 8, BU3HaYaeTbeA Tak:

Pss’ — P[St—H — S,‘St = 8]

MaTtpuua 3miHn ctaHy P BM3HauYae MMOBIPHOCTI Mepexoay Mix ycima ctaHamu S

y BCi MOXNUBI cTaHu S’

b, |_73:11 Pln-‘

Y

P o P

Ae KOXXEH pAAOK MaTpuui y cymi gopiBHIoe 1.
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MapkiBCbK1W Nnpouec

MapkiBCcbknin npouec — ue BUNnaakoBuU NpoLec y AKOro BiACYTHA NamM'ATb, TO6TO
NOCNiAOBHICTb BUNaaKoBux ctaHis S1, S9, « - -, AKIi BONOAIOTb BNACTUBICTIO

MapkoBa.
MapkiBcbknii npouec (abo naHutor MapkoBa) — Lie KopTex <S, P}:

e S — CKiHYEHHA MHOXWHA CTaHIB

e P — matpuua aminm ctany: P,y = P[S; 1 = §'|S; = 3]
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[lpnknan



CtyaneHTcbkumn naHutor MapkoBa

Sleep |ag—

_2 1.0

[D>xepeno cnanay: Lecture 2: Markov Decision Processes [video], David Silver.


https://www.davidsilver.uk/wp-content/uploads/2020/03/MDP.pdf
https://www.youtube.com/watch?v=lfHX2hHRMVQ&list=PLqYmG7hTraZBiG_XpjnPrSNw-1XQaM_gB&index=3

CtyneHTCcbkumn naHutor MapkoBa

MouaTkoBwi enizoa nounHaetbea 3.S; = C}

51’52)""ST

Sleep

0.9 H
0.1
0.5 0.2

e C1C2C3PassSleep
e C1IFBFBC1C2Sleep

-—
0.8 @ .
0.4

10 e C1C2C3PubC2C3PassSleep
@ e CIFBFBC1C2C3PubC1FBFBFBC1C2C3Pub
C2Sleep

[D>xepeno cnanay: Lecture 2: Markov Decision Processes [video], David Silver.


https://www.davidsilver.uk/wp-content/uploads/2020/03/MDP.pdf
https://www.youtube.com/watch?v=lfHX2hHRMVQ&list=PLqYmG7hTraZBiG_XpjnPrSNw-1XQaM_gB&index=3

CryneHTcbknin naHuor MapkoBa: MaTpuuA 3MiHW CTaHy

Sleep |<g—

0.9
0.1 H
0.5 0.2
@ 0.5 Class 2 08 _;@{).6

Cl C2 (C3 Pass Pub FB Sleep

C1 0.5 0.5

C2 0.8 0.2
C3 0.6 0.4
Pass 1.0
Pub 0.2 04 04

FB 0.1 0.9
Sleep 1

P:

[D>xepeno cnanay: Lecture 2: Markov Decision Processes [video], David Silver.


https://www.davidsilver.uk/wp-content/uploads/2020/03/MDP.pdf
https://www.youtube.com/watch?v=lfHX2hHRMVQ&list=PLqYmG7hTraZBiG_XpjnPrSNw-1XQaM_gB&index=3

MapKIBCbKI NpoLuecH
BMHaropoau



MapkiBcbknin npouec BUHaropoan — naHutor Mapkosa 3 BUHaropoaoto.
Mapkiscbkuii npouec BuHaropoamn — ue koptex (S, P, R, v):

e S — CcKiHYEHHA MHOXMHA CTaHiB
o P — matpuusa aminu ctany: Py = P[S; 1 = §'|S; = ]
e R — doyHkuia suHaropoan: Ry = E[R; 1 |S; = s]

e 7 — KkoediuieHT 3MeHWeHHsA (3HeuiHioBaHHA), Y € [0, 1]
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[Mpnknan: MINB

R=+I

[D>xepeno cnanay: Lecture 2: Markov Decision Processes [video], David Silver.


https://www.davidsilver.uk/wp-content/uploads/2020/03/MDP.pdf
https://www.youtube.com/watch?v=lfHX2hHRMVQ&list=PLqYmG7hTraZBiG_XpjnPrSNw-1XQaM_gB&index=3

3aranbHa BMHaropoaa

3aranbHa BMHaropoaa — CymMapHa BMHaropoaa oTpyMaHa areHToOM 3 MOMEHTY
yacy t 3 ypaxyBaHHA 3HELiHIOBaHHA:

o0

Gt =Ry +YRypo +--- = Z7th+k+1
k=0

o KoedilieHT 3HEeUiHIOBAHHA Y € [0, 1] NoKa3ye Ha LHHICTb ManbyTHIX
BUHaAropoa

e 3HaueHHA BuHaropoan R, otpumane nicna k + 1 kpokis: ’ykR

e Yym meHwmnn koediuieHT 3HEUIHIOBAHHA, TUM MEHLUE areHT 3aMMUCITIOETbLCA
Had BMroaoto Big ManbyTHIX CBOIX Ai.

[D>xepeno cnanay: Lecture 2: Markov Decision Processes [video], David Silver. 107/194


https://www.davidsilver.uk/wp-content/uploads/2020/03/MDP.pdf
https://www.youtube.com/watch?v=lfHX2hHRMVQ&list=PLqYmG7hTraZBiG_XpjnPrSNw-1XQaM_gB&index=3

Aka ponb 3HeLliHOBaHHA?

e [103BONAE YHUKHYTMN HECKIHYEHHOI 3aranbHOI BUHAropoan B LUMKMIYHNX
MapKiBCbKMX NpoLecax

e HeBM3Ha4yeHIcTb WOA0 ManbyTHbOro MoXke 6yTu nNpeacTaBneHa He MOBHICTIO

e Akuio BMHaropoaa € oiHaHCOBOIO, HEraMHi BUHAaropoam MoxxyTb 6yTn GinbLu
LiIKaBUMW, HI>XX BIACTPOYEHI BUHAropoan

e [loBeaniHka TBapuH/NIOANHN AEMOHCTPYE NepeBary MUTTEBI BUHaAropoai

e |HOAI MO>XKHa BUKOPUCTOBYBATV MapKiBCbKMW NPOLIEC BUHAaropoau 6ea
3HeLiHIoBaHHA(TO6TO Y = 1), Hanpuknaza AKLLO BCi NOCMiAOBHOCTI

3aKiHYYyOTbCA.

[D>xepeno cnanay: Lecture 2: Markov Decision Processes [video], David Silver. 108/194
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DyHKUIA LLIHHOCTI

OyHKUIA WiHHOCTI v(s) nokKa3ye AOBroCTPOKOBY UIHHICTb NnepebyBaHHA areHTay

CTaHi S

OyHKuUiA uiHHOCTI v(§) MapKiBCbKOro NpoLecy BUHaropoan — CepesHe
3HaYeHHA 3aranbHOi BUHaropoaM NoyMHalou Bifl CTaHy S

v(s) =FE |G| St = s] =
=FE [Ri1 +YRi2 +Y*Riss + -+ | S¢ = ]




[Mpnknaa: MINB 3aranbHa BUHaropoaa

Npviknaam 3aranbHOi BUHAropoamn AnA paHille PO3rniAHYTOro NPUKNaay.
MNokayok3S1 = (137 = %

Gl :R2 —|—’7R3—|—"“|—’)’T—2RT

C1 C2 C3 Pass Sleep vi=—2—-2%3 —2x1+10% 3 =  —2.25

C1 FB FB C1 C2 Sleep v1=—2—1*%—1*%—2*%—2*1—16 = —3.125

C1 C2 C3 Pub C2 C3 Pass Sleep vi=—2-2%2 —2x34+1xL 2%, = =341
— 1 1 1 1

C1FBFB C1C2C3PubCl ... vi=—2—1x2—-1x1-2x1 2.1, _ o

FB FB FB C1 C2 C3 Pub C2 Sleep

[D>xepeno cnanay: Lecture 2: Markov Decision Processes [video], David Silver.


https://www.davidsilver.uk/wp-content/uploads/2020/03/MDP.pdf
https://www.youtube.com/watch?v=lfHX2hHRMVQ&list=PLqYmG7hTraZBiG_XpjnPrSNw-1XQaM_gB&index=3

[Mpnknaa: QyHKUIA LIHHOCTI

v(s) for y =0

1.0

R=+10

[D>xepeno cnanay: Lecture 2: Markov Decision Processes [video], David Silver.


https://www.davidsilver.uk/wp-content/uploads/2020/03/MDP.pdf
https://www.youtube.com/watch?v=lfHX2hHRMVQ&list=PLqYmG7hTraZBiG_XpjnPrSNw-1XQaM_gB&index=3

Mpuknan: QyHKUIA LIHHOCTI

v(s) for y =0.9

1.0

R=+10

[D>xepeno cnanay: Lecture 2: Markov Decision Processes [video], David Silver.


https://www.davidsilver.uk/wp-content/uploads/2020/03/MDP.pdf
https://www.youtube.com/watch?v=lfHX2hHRMVQ&list=PLqYmG7hTraZBiG_XpjnPrSNw-1XQaM_gB&index=3

[Mpnknaa: QyHKUIA LIHHOCTI

v(s) fory =1

1.0

R=+10

[D>xepeno cnanay: Lecture 2: Markov Decision Processes [video], David Silver.


https://www.davidsilver.uk/wp-content/uploads/2020/03/MDP.pdf
https://www.youtube.com/watch?v=lfHX2hHRMVQ&list=PLqYmG7hTraZBiG_XpjnPrSNw-1XQaM_gB&index=3

PiBHaHHA BennmaHa ona MI1B

v(s) =E[G;| S =s] =
=E [Ry41 +YRis2 + 7’ Ryss +--- | S = 8] =
=E [Rit1 +7(Rev2 +YRes +--0) | St =8| =
=E [Ryy1 + 7G| St = 8] =
=E [Riv1 +7v(Se1) | St = 8]

[D>xepeno cnanay: Lecture 2: Markov Decision Processes [video], David Silver. 114/194
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PiBHAHHA BennmaHa: ycepeaHeHHA
v(s) =E [Rpq +y0(St1) | St = s

v(s) s

[D>xepeno cnanay: Lecture 2: Markov Decision Processes [video], David Silver. 115/194
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[Mpnknan ycepeoHeHHA piBHAHHA bennmaHa

4.3=-2+0.6%10+ 0.4%0.8

[D>xepeno cnanay: Lecture 2: Markov Decision Processes [video], David Silver.


https://www.davidsilver.uk/wp-content/uploads/2020/03/MDP.pdf
https://www.youtube.com/watch?v=lfHX2hHRMVQ&list=PLqYmG7hTraZBiG_XpjnPrSNw-1XQaM_gB&index=3

MaTtpunuHa oopma piBHAHHA bennmaHa
PiBHAHHA BennmaHa moXkHa BUpPa3nTn y MaTpU4HIin popmi:
v =R + P,
[e U — BEKTOP-CTOBMELb 3 OAHMM 3aNnCOM Af1A KOXXHOIO CTaHy.

v(1) Ri P - P |v(1)
=1+ o :
v(n) Rn P -+ Pnn] [v(n)

[D>xepeno cnanay: Lecture 2: Markov Decision Processes [video], David Silver. 117/194
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Po3B'A30k piBHAHHA bennmaHa

e PiBHAHHA BbennmaHa € NiHIMHUM PIBHAHHAM
e Vloro moxHa PO3B'A3aTN TOYHMX MeToaiB (anrebpaiyHnM cnocobom):
v=TR+~vyPv
v(l—-9P)=R
v=(1-9P) 'R

e O6uucrioBanbHa cknaanictb ctaHosuts O (n®) ana n ctanis

e AnrebpaiyHunii cnocib po3B'A3ky MoXXnNneuii nuile ana manunx MIB (
n ~ 10%)
e IcHye GaraTo iTepaLiiiHux meToais ana senvkmx MMNB (n ~ 107)

o OwnHamiyHe nporpamyBaHHA
o OuiHka MoHTe-Kapno

o HaB4YaHHA YacoBUX Pi3HNLb
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MapKIBCbKI NpoLuecH
NPUNHATTA piweHb (MIMP)



MITP

MapkiBcbkunii npouec NPUUHATTA pileHb (MIMP) — mapkKiBCcbKMI NpoLec
BMHAropoam 3 piueHHAMN (NpunHATUMK aiamn). Lle cepenosuiie, y AKOMY BCi
CTaHW € MapKiBCbKNMMW.

MMMP — ue kopTtex (S, A, P, R, v):

e S — CKiHYEHHA MHOYWHA CTaHIB

A — ckiHUeHHa MHOXXWHa aii

P — matpuuna aminv ctany: P4, = P|S;; = §'|S; = s, Ay = a]

R — dyHkuia BuHaropoan: RS = E[Ry11|S: = s, At = a

e 7y — KoediLieHT 3MeHWeHHA (3HeuiHoBaHHA),y € [0, 1]
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Mpwnknaa: MIITP

Facebook

R=-1
<+
Quit Facebook Sleep
R=0 R=-1 R=0

Study
R=+10

[D>xepeno cnanay: Lecture 2: Markov Decision Processes [video], David Silver.


https://www.davidsilver.uk/wp-content/uploads/2020/03/MDP.pdf
https://www.youtube.com/watch?v=lfHX2hHRMVQ&list=PLqYmG7hTraZBiG_XpjnPrSNw-1XQaM_gB&index=3

CrtparTerid



Crtparteria

m(als) = P(A; = a|S: = s)

e Crpareria NnOBHICTIO BU3HAYa€E NOBEAIHKY areHTa
o Crparteriay MIIP 3anexxunTb BiA NOTOYHOrO CTaHy, a He BiA icTopii

e Tob6TO, cTpaTeria € cTaLioHapHOIO (He 3aneXXnTb Big yacy):

A, ~7(|S), ¥t > 0

[D>xepeno cnanay: Lecture 2: Markov Decision Processes [video], David Silver. 121/194
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e [nasapavoro MNP M = (S, A, P, R, y) Ta ctpaterii
e MocniposHicTb cTaHis S, S2, - - - &dmash; mapkiscbkui npouec (S, P™)

e lMocnipoBHicTb 3i cTaHiB Ta BUHaropoa S1, Ra, So, - - - &dmash;
Mapkiscbkuii npouec suHaropos (S, P™, R™, )

PT =) mw(als)P

acA

R™ =) m(a|s)R?

acA

[D>xepeno cnanay: Lecture 2: Markov Decision Processes [video], David Silver. 122/194
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DyHKLUIA UIHHOCTI

OyHKUIA WiHHOCTI ’UW(S) MIIIP — cepenHe 3Ha4yeHHA 3aranbHOI BUHAaropoau
NOYMHAao4YM BiA CTAHY S NP AOTPUMAaHHI 3agaHoi cTpaTterii m

vr(8) =E |Gy | St = s,7] =
=E [Ri11 + 7Rt ‘|”Y2Rt+3 + .-+ | S =s,7]

Q-dyHKuUiA:

gr(s,a) =E |Gy | St = s, At = a, 7| =
=R [Rii1 +YRiy2 + 7' Ress +--- | St =5, A = a, 7]




[Mpnknaa PyHKUIT LIHHOCTI

Facebook vr(s) for m(a|s)=0.5, y =1

R=-I

Facebook
R=-1]

Study
R=+10

[D>xepeno cnanay: Lecture 2: Markov Decision Processes [video], David Silver.


https://www.davidsilver.uk/wp-content/uploads/2020/03/MDP.pdf
https://www.youtube.com/watch?v=lfHX2hHRMVQ&list=PLqYmG7hTraZBiG_XpjnPrSNw-1XQaM_gB&index=3

PiBHAHHA bennmana gna MIT1P

Ur(s) =E |G | St = s, 7] =
=E [Ri1 + 7Rt +’y2Rt+3 +o | Sy =8, =
=E Ry +7(Riy2 + YRy +--2) | Sy = s, 7| =
=E [Riy1 +7Gey1 | St = s, 7] =
=K [Riy1 +yv(Se1) | St = s, 7]

C.I7T(Saa/) :]E [Gt ‘ St = S7At — a,’ﬂ-] —
=E [Rir1 + 74 (Si11, Ari1) | S; = s, Ay = a, 7]

[D>xepeno cnanay: Lecture 2: Markov Decision Processes [video], David Silver.


https://www.davidsilver.uk/wp-content/uploads/2020/03/MDP.pdf
https://www.youtube.com/watch?v=lfHX2hHRMVQ&list=PLqYmG7hTraZBiG_XpjnPrSNw-1XQaM_gB&index=3

PIBHAHHA bennmaHa v

Vr(8) < s

q(s,a) < a

v:(s) = 3 w(als)gn(s, a)

acA

[D>xepeno cnanay: Lecture 2: Markov Decision Processes [video], David Silver.


https://www.davidsilver.uk/wp-content/uploads/2020/03/MDP.pdf
https://www.youtube.com/watch?v=lfHX2hHRMVQ&list=PLqYmG7hTraZBiG_XpjnPrSNw-1XQaM_gB&index=3

[xepeno cna

PiBHAHHA bennmaHa g

¢r(8,a) <4 s,a

nay: Lecture 2: Markov Decision Processes [video], David Silver.


https://www.davidsilver.uk/wp-content/uploads/2020/03/MDP.pdf
https://www.youtube.com/watch?v=lfHX2hHRMVQ&list=PLqYmG7hTraZBiG_XpjnPrSNw-1XQaM_gB&index=3

PiBHAHHA bennmaHa — 2V,

[D>xepeno cnanay: Lecture 2: Markov Decision Processes [video], David Silver.


https://www.davidsilver.uk/wp-content/uploads/2020/03/MDP.pdf
https://www.youtube.com/watch?v=lfHX2hHRMVQ&list=PLqYmG7hTraZBiG_XpjnPrSNw-1XQaM_gB&index=3

PiBHAHHA BennmaHa — 2 g

qr(s,a) <1 8,a

qx(s',a’) +1a

gr(s,0) =R +7) Piw ) m(d|s)gn(s',a')

s'eS acA

[D>xepeno cnanay: Lecture 2: Markov Decision Processes [video], David Silver.


https://www.davidsilver.uk/wp-content/uploads/2020/03/MDP.pdf
https://www.youtube.com/watch?v=lfHX2hHRMVQ&list=PLqYmG7hTraZBiG_XpjnPrSNw-1XQaM_gB&index=3

[lpnknan piIBHAHHA bennmaHa anA
MIIMP

Facebook 74=05*1+02%-13+04*27+04%74)
R=-1 +0.5%10

Facebook
R=-1

Study
R=+10

[D>xepeno cnanay: Lecture 2: Markov Decision Processes [video], David Silver.


https://www.davidsilver.uk/wp-content/uploads/2020/03/MDP.pdf
https://www.youtube.com/watch?v=lfHX2hHRMVQ&list=PLqYmG7hTraZBiG_XpjnPrSNw-1XQaM_gB&index=3

MaTtpunuHa oopma piBHAHHA bennmana ana MITP
PiBHAHHA bennmaHa Mo)xHa BUpa3nTn y MaTpudHin dopmi:
v =R" +~yP"v,,

he U — BEeKTOpP-CToBMeLub 3 OAHM 3aNCOM ANnA KOXXHOIO CTaHy.

RS I I T R
Y I .51 B LA N I PR S)

ToYHMNM pO3B'A30K:

vy = (1 —yP") IR"

[D>xepeno cnanay: Lecture 2: Markov Decision Processes [video], David Silver.
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OnTnmanbHa oyHKUIA LIHHOCTI

OnTrMmarbHa dyHKLIA LIHHOCTI Uy (§) — Lie MakcUMarnbHe 3HauyeHHsA (yHKLji

cepepn ycix cTparterin:

vi(8) = max v (8)

OntumanbHa Q-dyHKUIA g« (s, a) — Lle MaKcMManbHe 3Ha4yeHHA pyHKuii cepen

yCix cTparterin:

g«(s,a) = max g, (s, a)
7
e OnTtumanbHa PyHKLUIA LIHHOCTI BKa3y€e Ha HanKpally 3 MOXXNUBUX
npoayktneHocten y MITP.

e MIIMP € "BupiwunHUM", KON MU 3HAEMO ONTUMaribHe 3HaYeHHA PyHKUIT
LLIHHOCTI.
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MNpvknaa: onTMyM v, ( S)

Facebook
R=-]

va(s) for y =1

Facebook
R=-I

[D>xepeno cnanay: Lecture 2: Markov Decision Processes [video], David Silver.


https://www.davidsilver.uk/wp-content/uploads/2020/03/MDP.pdf
https://www.youtube.com/watch?v=lfHX2hHRMVQ&list=PLqYmG7hTraZBiG_XpjnPrSNw-1XQaM_gB&index=3

MNpwknaa: onTuMym g, (s, a)

Facebook
R=-1
g% =5

g x(s,a) for y =1

Quit Facebook
R=0 R=-1
L 7o =35
9% =6 7 Study
R=+10
o % :f[(}

[D>xepeno cnanay: Lecture 2: Markov Decision Processes [video], David Silver.


https://www.davidsilver.uk/wp-content/uploads/2020/03/MDP.pdf
https://www.youtube.com/watch?v=lfHX2hHRMVQ&list=PLqYmG7hTraZBiG_XpjnPrSNw-1XQaM_gB&index=3

OnTnmanbHa cTparTeria

YnopAaakyBaHHA cTpaTerin:
> 7 akwo v, (8) > vl (8),Vs
Teopema. ina 6yab-akoro MNP

® iCHy€ onTMManbHa cTpaTerifa 7y, AKa Kpalla abo He ripLia 3a iHLWi cTparerii:

e yCiOnTUMarnbHi cTpaTerii gocAratoTb ONTUManbHOIT YHKUIT LLIHHOCTI:
U, (8) = vi ()

® yCionTUMarnbHi cTpaTerii gocAraloTb ONTUMAanbHOro 3Ha4eHHA Q-yHKLLI:
qr. (37 CL) — Q« (37 CL)

[D>xepeno cnanay: Lecture 2: Markov Decision Processes [video], David Silver. 135/194
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[Towyk onTmanbHOI cTpaTerli

OnTumanbHa cTpaTeria Moxe 6yTy 3HaAeHa, LUMNAXOM 3HAXOKEHHH
Makcumymy gx (s, a)

1, ifa = argmax,c 4 g« (s, a)
. (als) = 0, else

e [Ina 6yab-akoro MIIIP 3aBxxan icHye aeTepmiHoBaHa onTuMaribHa cTpaTerin

e Ao Binomo g« (S, a), M1 oapady MaEMo ONTUMarsbHy CTPaTerito
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[Mpwuknaa: ontumanbHa ctpateria ana MIITP

Facebook wx(als) fory =1
R=-1
g% =3

0 |-

Quit Facebook
R=0 R=-1
= =5
9% =6 7 Study
R=+10
q;,\: :[0

[D>xepeno cnanay: Lecture 2: Markov Decision Processes [video], David Silver.


https://www.davidsilver.uk/wp-content/uploads/2020/03/MDP.pdf
https://www.youtube.com/watch?v=lfHX2hHRMVQ&list=PLqYmG7hTraZBiG_XpjnPrSNw-1XQaM_gB&index=3

Bctyn o 6e3amoaenbHOro
nepenbavyeHHA



AreHTn, AKi HaBYalOTbCA HA 3BOPOTHOMY 3B'A3KY (MeToaoM Npo6 i NTOMUMIOK)
4yacTo BIAHOCATbL A0 3adad nepeabavyeHHA, TOMY WO M1 MAEMO OLIHUTW (PyHKLUIIO
LlIHHOCTI, AKa NOKa3ye OUikyBaHy (cepeaHio) BUHaropoay areHTa anA neBHo
cTtpaterii. QyHKUIA LIHHOCTI MICTUTb 3HAYEHHA, AKI 3ane>XkaTb BiA ManbyTHbLOTO,
TOMY B MEBHOMY CEHCI MM BUMMOCA nepeanbadyat ManbyTHE.
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BuHaropona R;: ckanapHWin curHan, AKMin oTPUMYE areHT y AKOCTi 3BOPOTHOrO 3B'A3KY BiA
cepenoBuLLa NicNA BUKOHAHHA Aii areHoM. BigHOCnTbCcA O OAHOKPOKOBOIO CUTHAnNy: areHT
crnocTepirae 3a CTaHOM cepefoBuLla, obupae aito Ta oTpuMye curHan sBuHaropoan. Mntresa
BMUHaropoaa € knio4yosum NOHATTM B RL, ane ue He Te, Wo areHT HamaraeTbCA MakCMMi3yBaTu.

3aranbHa BMHaropogaa (return): cymapHa BUHaropoga oTpMaHa areHTOM 3 MOMeHTy Yacy ¢ 3
ypaxyBaHHA 3HeLiHI0OBaHHA Y. Po3paxoByeTbeA BiA 6yAb-AKOro CTaHy areHTa i 3a3Bn4yan TpuBae
[0 KiHuA enizoay. To6To, KONV AOCATAETLCA CTaH 3aBeplueHHsA (terminal state), o6uncneHHa
NPUMNNHAETBLCA.

Gi =R+ YR + -+ = Z’)’th+k+1
k=0

QyHKUIA LIHHOCTI: BU3HaYae ycepeaHeHy 3aranbHy BMHaropoay:

U(S):E[Gt|st:3] —
=K [Rt—i—l + ’)’Rt+2 ‘|”)’2Rt+3 + - | Sy = S]
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CepenoBuile BUNagkoBoro 6ykKaHHA

Random walk environment MDP

() Transition function i totally random! |

Dxepeno: Grokking Deep Reinforcement Learning, Miguel Morales.


https://ru.wikipedia.org/wiki/%D0%A1%D0%BB%D1%83%D1%87%D0%B0%D0%B9%D0%BD%D0%BE%D0%B5_%D0%B1%D0%BB%D1%83%D0%B6%D0%B4%D0%B0%D0%BD%D0%B8%D0%B5

MeTtoan MoHTe-Kapno (MK)



MeTtoan MK BuaTbcA 6e3nocepenHbo 3 enisoais (nocsiay)

MK meToamn 6eamoaenbHi: BiacyTHi 3HaHHA npo MITP
MeTtoam MK HaBuatoTbcA 3 NOBHMX eni3oaiB: 6e3 6yTcTpaniHra
Mwu HasnBaemo npamy Bnbipky enidoais MoHTe-Kapno

Mpumitka: metoan MK mo>xkHa 3acTocoByBaTu nuuwe o enizoanyHnx MIIIMP

o Ycienizoan matoTb OyTU KIHLEBUMM

MeTtoan MK BMKOpPUCTOBYIOTb MPOCTY IAEI0: LIIHHICTb = cepeaHA 3aranbHa
BUHAropopaa
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OuiHka ctpaterii MoHTe-Kapno
e MeTta: BUBUMTU vﬂ(s) 3 eni3oaiB AOCBIAY B paMkax cTpaTerii
SthtaRt—{—la T '7ST ~ T
e 3aranbHa BMHaropoga:
Gir = Reyi +YRes +--+v" 'Ry
e (DyHKUIA WIHHOCTI:

vr(8) = Ex |Gt | St = s]

142/ 194



Mepuwe BinBiayBaHHA MonTe-Kapno (First-visit Monte Carlo, FVMC):
NOKpPaLLLEeHHA OLLIHOK MNICMA KOXXHOrro enisony

Monte Carlo prediction

r' (la) An episode ¢, a.trojectory S, A,
_ With acreturn g, o¥ |

h‘ (s) The numbers are rewards.
Assume O i missing.

-
(4) The squares are terminal states.

* u
I (a) The dots

are octions.

(D The state (a) The circles are non—terminal states.
whose value function

currently estimadting (D what's a.good estimate of 1/ (s,)? 0.47

Dxepeno: Grokking Deep Reinforcement Learning, Miguel Morales.



FVMC
1Lvg(s) =E; |Gy | Sy = s]
2.Gyr = Riy1 +YRyy2 + -+ 1Ry
3.5, A, Ry, Rp, S~
4.Tr(St) = Tr(St) + Ger
5.N7(S:) = Nr(S:) + 1
6.Vr(S)) = 1)

7.8kwo N (s) — oo, tomi V (s) — v, (s)

Vr(S:) = Vr-1(8S) + [Gt:T — VTl(St)]

Nt(St)

MC error
_/\

Vr(S:) = Vr_1(S:) + Oét[ gig — VT—l(St)}
MC target
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KoxxHe BiaBinyBaHHA MoHTe-Kapno (Every-visit Monte Carlo, EVMC):
IHWMIM cnoci6 o6po6bku BiABIAAHMX CTaHIB

Bw, HaneBHO, NOMITUNK, WO HA NPaKTULI MO>KHa peani3dyBaTu ABa PI3HNX
cnocobu anropntmy 3 ycepeaHeHHA 3aranbHOi BUHaropoaw. Lle BUKNnkaHo Tnm,
LLIO OHA TPAEKTOPIA MOXXE MICTUTW KifibKa BiABIiAYyBaHb OAHOIO | TOr0 XX CTaHy. Y
LbOMY BMMNaAKy, Y1 BapTO PO3paxoByBaTu 3aranbHy BUMHaAropoay nicna KOXXHOro
3 UMX BiABiAyBaHb HE3ANEXHO, a NOTIM BKNOYUTU BCI LIl 3HAYEHHA A0
yCepeaHEHHA, Y1 M1 NMOBUHHI BUKOPUCTOBYBaTM 06paxoBaHy 3aranbHy
BMHaropoay nuiie BiA NepLuoro BisUTy A0 KOXXHOMO CTaHy?

O6unaBa nigxoan € po6o4YMK Ta MatoTb CXOXKi TEOPETUYHI BNAacTMBOCTI.
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Mepwe vs KoxkHe BiasinyBaHHA MoHTe-Kapno

MNepenbayeHHAa MK ouiHoe U (s) AK ycepeaHeHe 3Ha4YeHHA 3aranbHNUX BUHAropoa npum
poTpumaHHi ctpaterii . FVMC BukopuncToBye nuile ogHe 3Ha4eHHA 3aranbHOoi BUHaropoam AnA

OOHOrO0 CTaHy NPOTAroM eni3oAay: 3arafnbHa BUHaropoaa nicnA NepLuoro BiABiAyBaHHA CTaHy.
EVMC ycepenHioe 3aranbHy BUHaropoAy AnA ycix BiABiAyBaHb OQHOI0 i TOMO XX CTaHy NPOTArom
enisony.
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IcTopiA

Bw, HaneBHO, uynu paHiwe TepmiH "cumynauii MoHTe-Kapno" abo "imitauiniHe moaentoBaHHA".
MeTtoan MoHTte-Kapno, 3aranom Bigomi 3 1940-x pokiB i € LULMPOKMM KNacoM anropuTMiB, AKi
BWKOPMCTOBYIOTb BUNaaKkoBy BMBIpKY AnA ouiHokK. [poTe,y 1996 poui Bneplie MeToam nepLioro
Ta Ko)kHoro BiaBiayBaHHA MK 6ynu Bu3HaueHi y ctatTi CaTiHaepa CiHrxa (Satinder Singh) Ta
Piyapaa CattoHa "Reinforcement Learning with Replacing Eligibility Traces".
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| SPEAK PYTHON
Exponentially decaying schedule
def decay schedule (init value, min value, 41 ® This function allows
decay ratio, max_steps, You. to caleulate all the
log start=-2, log base=10): Values for alpha for the
decay steps = int(max steps * decay ratio) Fulltrainingprocess.
rem steps = max steps - decay steps

(@) First, coleulote the number of steps to decaﬂ the values using the decn{j_raﬁo varioble.
(3) Then, caleulote the actual values as on inverse log curve. Notice we then normalize
between O and |, and &‘-ina]lﬂ transform the points o loy between init_value and min_value.

I values = np.logspace(leog start, 0, decay steps,

base=1log_base, endpoint=True) [::-1]
values = (values - wvalues.min()) / \
(values.max () - values.min())
values = (init_value - min_value) * values + min _value
values = np.pad(values, (0, rem steps), 'edge')

return values
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| SpeAk PYTHON
Generate full trajectories

def generate_trajectory(pi, env, max_steps=20):
1 (D This is a straightforword $unction. 1¥'s

l done, trajectory = False, [] running o. policy and extracting the collection
while not done: of experience tuples (the trajectories) For
state = env.reset () of$-line processing

for t in count():
action = pi(state)
next state, reward, done, _ = env.step(action)
experience = (state, action, reward,
next_state, done)
trajectory.append (experience)
if done:

break + 1 () This‘:gﬂwsgﬂufﬁpﬂs&amﬂmum
if t >= max_steps - 1: mmmb:: |Ste$%°j?59;$ d.
trajectory = [] e long trajectories it desire

break
state = next_ state
return np.array(trajectory, np.object)
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1 Speak PyTHON
Monte Carlo prediction 1/2

def mc_prediction(pi, ¢ 1 (D The me_prediction function
env, works for both%st—and.everg-
gamma=1.0, visit mC. The 'r@perpammeters
init alpha=0.5, you see here are stondard,
min_alpha=0.01, Remember, the discount factor,
alpha decay ratio=0.3, gamma, depends on the
n_episodes=500, environment.

max steps=100,

first visit=True):
(3) For the learning rate, olpho, I'm using o. decayjing value from init_alpha. o 0.5 down to
min_alpha. 0% 0.0}, decaying within the First 30% (ali:in_deca.u_raﬁo of 0.2) of the SO0 total
mox_episodes. We alrea.dj discussed mox_steps on the previous Function, <0 I'm possing the
argument around. And First_visit toggles between FVMC and gvme.

n5S = env.observation space.n (3 This is cool. ¥m coleulating all

discounts = np. logspgce ( possible discounts ot once. This
0, max steps, num-max steps, logspace #uncﬁon%raammna
base=gamma, endpoint=False) 0% 0.99 and a. max_step of 100

alphas = decay schedule ( returns o100 number vector: I,
init alpha, min_alpha, 0.99,0.980), .. ,, 0.3697].

alpha decay ratio, n_episodes)

(4) nere 'm caleuloting all of the alphas!

A (S) Here we're h‘-ﬁaliz‘ma variobles we'll use inside the main loop: the current estimate of the
state-volue function V, and o per—episode copy of v for offline analysis.

Loy V = np.zeros(nS)
V_track = np.zeros((n _episodes, n§))
() we loop For every episode. Note that we're using ‘tadm’ here. This package prints a.
progress bar, and it's useful for impatient people like me. You moy not need it (unless youre
alsoimpctﬁeno.
L—) for e in tqdm(range(n_episodes] , leave=False) :
(D generate o. full
trajectory = generate trajectory( trcgec’cond.
pi, env, max steps)

| (8) Initialize o visits check bool vector.
I—b visited = np.zeros(nS, dtype=np.bool)
_|_—D for t, (state, , reward, , ) in enumerate(

(9 This lost line is repeated on the next page for your reading convenience. trajectory) :
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| Speak PyTHON
Monte Carlo prediction 2/2
|:| (0) This first line is repeated on the previous page Cor your reading convenience.

for t, (state, , reward, , ) in enumerate(
an we now loop through all experiences in the trajectory. | trajectory):

E (3) Check if the state has already been visited on this trajectory, and doing Fvmc.

if visited[state] and first visit:

continue ¢ 1 (12) and i <0, we
visited [ state] = True process the next state.
(14 12 this is the Pirst visit or we are doing EVMC, we process the current state.
(S) First, caleulote the number of steps from tto 7 |
() Then, n steps = len(trajectoryl[t:]) 1—'
coleulote = np.sum(discounts[:n_steps] * trajectoryl[t:, 2])
the return. V[state] = V[state] + alphas[e] * (G - V[state])

(D Finally, estimate the value function.
V_trackl[e] = V 44— (8 reep track of the episode’s v.
return V.copy (), V track 4 (9 fndreturn V, and the fracking when done.
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"RL WitH AN RL Accent
Incremental vs. sequential vs. trial-and-error

Incremental methods: Refers to the iterative improvement of the estimates. Dynamic pro-
gramming is an incremental method: these algorithms iteratively compute the answers. They
don't “interact” with an environment, but they reach the answers through successive itera-
tions, incrementally. Bandits are also incremental: they reach good approximations through
successive episodes or trials. Reinforcement learning is incremental, as well. Depending on
the specific algorithm, estimates are improved on an either per-episode or per-time-step
basis, incrementally.

Sequential methods: Refers to learning in an environment with more than one non-terminal
(and reachable) state. Dynamic programming is a sequential method. Bandits are not sequen-
tial, they are one-state one-step MDPs. There’s no long-term consequence for the agent’s
actions. Reinforcement learning is certainly sequential.

Trial-and-error methods: Refers to learning from interaction with the environment.
Dynamic programming is not trial-and-error learning. Bandits are trial-and-error learning.
Reinforcement learning is trial-and-error learning, too.
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MeToam yacoBuX PI3HULb
(temporal difference, TD)



"R L WitH AN RL AcCcenT
True vs. actual vs. estimated

True value function: Refers to the exact and perfectly accurate value function, as if given by
an oracle. The true value function is the value function agents estimate through samples. If
we had the true value function, we could easily estimate returns.

Actual return: Refers to the experienced return, as opposed to an estimated return. Agents
can only experience actual returns, but they can use estimated value functions to estimate
returns. Actual return refers to the full experienced return.

Estimated value function or estimated return: Refers to the rough calculation of the true
value function or actual return. “Estimated” means an approximation, a guess. True value func-
tions let you estimate returns, and estimated value functions add bias to those estimates.
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TD prediction

O This is all we need to estimote
the return g _. That's the H85 [R—

(7D An episode e, a trajectory S, A4, ... R
insight of TD. | ep S S| Y=p fp T

AN S, with areturn §,_o¥ |

(4) The dots (5) The squares are terminal states.
ore octions.

/
4
(3) The stote (2) The circles are non-terminal stotes.

whose value function

we're curren’cli.j esﬁma’cing
(8) what's a good estimate of V(s ? still 0.4?
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MeToan yacoBux pisHuub (TD) Ta 6yTcTpaniHr

TD mMeToAM OLiHIOITb U, (S) 3 BUKOpUCTaHHAM oLiHKM U ($). Lle niaxia Binomui ak 6yTcTpaninr,
pobuTb 300raaKy 3 300rafaku; BiH BAKOPUCTOBYE OLLIHOYHY 3arasfibHy BMHaropoay 3amicTb
dhakTnyHoi. PopmanbHO Len MeTod BUKOPUCTOBYE:

Riy1 + vVi(Sei1)
AnA poapaxyHky Ta ouinkn Vi1 (S;).

Ockinbku TD BUKOPMCTOBYE OANH KPOK PaKTUYHOIO 3HAYEHHA 3aranbHoi BuHaropoan Ry 1, BiH
yce we npautoBatume go6pe. e curtan suHaropoamn ;1 NocTynoBo «BHOCUTb PEasnbHICTb» B
OULIHKW.
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=  SHow MEe THE MATH

Temporal-difference learning equations

Quesgindort et detinot e 4y (5) = B [Ger | Sy = 4]

(a) ... and the definition of the return.

L » G = Rey1 + YRip2 + .. + 77 'Ry

(2) From the return, we can rewrite the equation by grouping up some terms. Check it out.
Gt:T = R-H-l + "}’RH_Q + ’}*'QRH_3 1= ae I ’)’T_IRT
= Rit1+ 7(Rey2 + YRers + ... +77 *Ryr)

= Rt+1 + P}’Gt-l-l T 4— (4 Now, the same return hos a recursive style.
(_Sr) we can use this new definition o also reurite the stote-value function definition equation.

L 4
© cavse
Ur(8) = Ex[Ger | St = 5] ixp:r;fabt;no?tht:e
From
= E;[Ri+1 + YGi4+1.7 | St = §] Z;Tfe'?ithisﬂ;"m
value function of the

—= IE?:[RH—I + YUr (SPF—I_I) I St = 8] nacts’w_lgce,uwgetthis.

(D This means we could estimate the
ska&e-vahegum{iononeverghms’cep. St'r At: Rt—i—l: St—f—]. ~ Wf:t—l—l
T

(® we roll out asingle interaction step . ... |

(@) .. .and can obtain an estimode (10) The key difference 4o realize is we're now
v(s) of the true state-value function  estimoting v,(s) with an estimade of v,(s, .
v,(s) a different woy than with me. We're using an estimated, not actual, return.

TD
Vit1(St) = Vi(St) + o iRH—l + 'YW(StJrl)J_W(Stj
TD
target

() A big win is we can now make updates to the state-
value function estimates v(s) every time step.
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I Speak PyTHON

The temporal-difference learning algorithm

def tdipi,
env,

< i (D tdis a prediction method. It takes in o
gamma=1.0, policy pi, an environment env to interact
init alpha=0.5, with, and the discount factor gammo.
min alpha=0.01, 4 (2 Thelearning methodhas a

alpha decay ratio=0.3, contigurable hyperparameter alpha,
n_episodes=500) : which is the learning rate.

(2) One of the many wayg of handling the learning rate is to exponentially decay it. The
initial value is init_alphoe, min_alpha, the minimum value, ond a&)m_decai,,_raﬁo is the
fraction of episodes that it will toke o decay olpha from init_alpha. to min_alpho.
nS = env.observation space.n (4) We initialize the variobles needed.
V = np.zeros (nS)
V track = np.zeros((n episodes, nS))
alphas = decay_scheduze ( —— (&) And we caleulote the
init alpha, min alpha, learning rate schedule
alpha decay ratio, n_episodes) for oll episodes - ...
(). .. and loop For n_episodes.
for e in tgdm(range( n_episodes] , leave=False) :

(D we get the initial state and then enter the interaction loop.
| state, done = env.reset(), False

while not done:
& ®First thing is to sample the policy pi
action = pi(state) for the action to take in stote.

(9) We then use the action o interact with the environment... We roll out the policy one step.
;p next state, reward, done, = env.step(action)

(n)wemniwmediaielu coleulote a’ca.rge’dou.pdme the stote-value function estimotes . ..
;p td target = reward + gamma * V[ next state] * %

a B (not done)
G . .. and with the target, an error.

T ) td error = td target - V|[state] (12 Finally update V(s) l:l

Vistate] = V[state] + alphasle] * td_error

1 (12) Don't forget o update the state
varioble for the next iteration. Bugs
like this can be hard 4o findl

|—b state = next state

V_track[e] =V
return V, V_track 4— (4) And return the v function and the tracking variable.

Dxepeno: Grokking Deep Reinforcement Learning, Miguel Morales.

157 /194



Tawy it Up
MCand TD both nearly converge to the true state-value function

(@ Here 1l show only first-visit Monte Carlo prediction (FVMC) and temporal-ditterence
learning (TD). 1§ you head to the Notebook For this chapter, youlll also see the results for

evera-\"sirt monte Carlo prediction, and several additional plots that moy be of interest to 50"‘!

!

vm(5)
0.8
=
z = I J—— vmid)
§ 06 — (5}
2 v(3) —= M)
5 V(3)
T -=- W2)
Toa
o R len _ e e . wni2) — i1}
#
0.2 vl
— AT W
0.0
300 400 500

1o FVMC estimates through time vs. true values l—

Episodes
(3) Take a. close look ot these plots. These are the running stote-value function

estimates 1(s) of an all-left policy in the random-walk environment. As you can
see in these plots, both a.BorRhm show near—convergence 10 the true values. F——

—l (2) Now, see the difference trends of these algorithms. FVMC running estimates

are very noisy; they jump bock and forth around the true values.

TD estimates through time vs. true values

——— M n(s)

0.8
=
o s .
§ [I‘-H TV M e — e v(4)
o " —
£ 06— v(s)
5 ; vn(3) —- Vi)
3 ] v3)
To i -—- V2)
g ! == - vi{2) — vin)
= I ,'5? T T e
[ E oA
Upaz— i (1)
(733
e 4
1)
0.0
[ 100 00 300 400 500
Episodes

@) TO running estimaes don't jump as much, but they are off-center for most of the
4 episodes. For instance 1(S) i usually higher than v(S), while V() is usually lower than

V(0. put it Yyou eompare those values with FVYmC estimotes, you notice o. different trend.
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TaLy m Up
MC estimates are noisy; TD estimates are off-target

eﬁgr ® 1% we get a close-up (log-scale
—_— | ploD of these trends, youll see
Vr(Se) = Vr-1(Ss) + ot | Ger —Vr—1(St) | what's hoppening. mC estimazes
e Jump around the frue values. This is
tg‘lget because of the high variance of the
me torgets.
@n couple of 1o FVMC estimates through time vs. true values (log scale)
pros though; Rirst,
con see all . /""\/‘\w,\ .\I_.'?Muﬂ.. 4]\/_ vn(s)
estimates get A r_r'\.x.\ : £ 5 I,-n_ AP IV vnid)
close o their true  cos pi e Ll \,r'wlliﬁr( o -
volues very =l b ) w2

' S Aian T ——
ea_ryon_ |—a—ﬂ-44 P I'I LA AP vmf2) — ﬁﬂ
7 7 o
flso, the - / P
02 ¢ —_— M\M\ﬂ J)\ (1)

estimates jump — - \“_: Wi —
around the frue e / \__} N
0.0
W-IUES- 10% 10t T 10%

| Episodes

State-falue function

D (3) TD estimates are of§-target most

error of the time, but theyre less jumpy.

— e o

v, S = V(S o | G, V(S This is becouse TD targets are low

H_l( t) t( t) t o \._LH—_/I t( t) variance, though biased. They use on
TD estimoated return for target.
target 'I'
f
(4) The bias TD estimates through time vs. true values (log scale)

shows, 400. In the M uis)

end, TD to.raeis 08

A

Fire
o UL
f')l

give up accuracy 5 AN i, oty
in order ‘o gu.s Ir.“ ~ —
become more ® v wn(3) =
precise. fAlso, theg go4 i o - m:
foke a bit long g i i RV et

wn -~ F.
before estimates  °° — wn(1)
ramp up, ot
least in this
environment. |—| Episodes
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TaLy it Ue
MC targets high variance; TD targets bias

¢—| () Here we con see the bios/varionce

irade-oft between MC and TO targets.
Gir = Riv1 +7Riypo + ... + ’YT_IRT Remember, the MC target is the return,
which accumulates a lot of random noise.
That means h'fjh varionce fargefs.

(@) These plots are l FVMC target sequence
showing the torgets for 10

the initiol stote in the R
environmen+t. M. to.raets,
the returns, are either 0 |
or | becouse the episode
terminotes either on the
le®t, with o. 0 return or on
the ria'rrt, with o | return, 02
while the optimal volue
is 05!

o
()

2
m

vn(3)

Target value

L) 00 — e
100 200 300 400 500 f—
Estimate sequence number

—1 (3) TD torgets are coleulated using on estimoted
return. We use the value function o prediet how much
S value we'll get $rom the next stote onward. This helps
— us truncate the caleulotions and get more estimotes
Gri+1 = Rer1 +7Vi(Se+1) epcode (2 ypu.cam see on ailv, e v b
00 estimodes. in SO0 episodes), but becouse we use F—
v(s, ), which s an estimate and therefore likely

wrong, TD targets are biased,
(4) Here 50"‘ can see the TD target sequence
ronge of the TD targets is s
much lower, MC alternates
exactlybetween | and 0, oo L A et ————
ond TD jumps between % } vi(3)
aﬂ)roxﬁnafeyon ond ~0.3, % .

depending on which =
“next state” is sampled. L.
sutas the (s, ) isan
estimate, §,is biosed,
ofi-target, and
inocturate.

200 400 600 800 1000 1200 1400 1600 ‘—
Estimate sequence number
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OuiHioBaHHA PYHKLUIT LIHHOCTI 3 KifIbKOX KPOKIB

What’s in the middle?
MC D

in between?

O

A @ D 1s there anything
)
o
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N-kpokosun TD

a&.  SHow MEe THE MATH

N-step temporal-difference equations

1 ’ Sta Ata Rt—l—17 St-|—17 ceey Rt—l—na St—l—'n, ~ Tt:t4+n

(D Notice how in n-step TD we must wait n steps before we can update V().
(3 Now, n doesn’t have 1o be @ like in MC, or | like in TO. Here you gex +o pick. In reality n will be
nor less i® your agent reaches a terminal stote. It could be less than n, but never more.

‘ Getan = Rep1 + ... + ’Yn_lRt+n + v Vitn—1(St+n)

— () Here you see how the value-
function estimote gets updated
n-step

approimad#e\a every n steps. Erroei
Vitn(St) = Vign—1(St) + a¢ | Griprn —Vign—1(5t)
N——

(&) But aftter that, you con n-step
plug in that target as usual. | » target
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| Speak PyTHON

N-step TD 1/2
def ntd(pi, 4—‘—|
env, @ were’s my implementation of the
gamma=1.0, n-step TO algorithm. There are many
init_alpha=0.5, wmjsaoumncod.ethisup;hisisoneo’i
min_alpha=0.01, them for your reference.

alpha decay ratio=0.5,
n_step=3,
n_episodes=500) :
(3) Here we're using the same hyperparameters as before. Notice n_step is o. default of 2.

That is three steps and then bootstrap, or less if we hit a. terminal state, in which cose we
don't boo&stmp (aﬂa.h, the value of o terminal state is zero b5 definition.)

ns = env.observation space.n
_SP 4+——1 (3) Here we have

V = np.zeros(ns) . (o | cke.
V_track = np.zeros((n_episcdes, nS))

alphas = decay schedule( 1 (@) caleulate all alphas in advance.
init alpha, min alpha,
alpha decay ratic, n_episcdes)

(s) Now, here's a. hykrid between MC and TD. Notice we coleulate the discount
Ractors, but instead of going +o max_steps like in rny mMe implementation, we go
o n_step + | to include nsteps and the bootstrapping estimate. |—|

discounts = np.logspace | 4
0, n_step+l, num=n step+l, base=gamma, endpoint=False)

() we get into the episodes loop.
for e in tgdm(range(n episcdes), leave=False):

(1D This poth variable will hold the n_step-most-recent experiences. A partial trcgec.torg.

L4
state, done, path = env.reset (), False,

(® we're going until we hit done and the path is set to none. Yow'll see soon.

while not done or path is not None:
path = path([1:] 1 (9) Here, were "popping” the
First element of the path.

|:’ while not done and len(path) < n step:
(10) This line repeats on the next page.
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‘ N-stepTD 2/2

0D Same. Just for you o Follow the indentation.
|—|—; while not done and len (path) < n step:

(13D This is the action = pi (state)
interaction block. —p next state, reward, done, = env.step(action)
we'rebas'-c.ang experience = (state, reward, next state, done)

collecting experiences path.append (experience)
until we hit done or state = next state

the length of the path  if done: (i3) nhere could be ‘n_step’ but it could
is equal to n_step. break also be a smaller number if a terminal
stote is in the ‘path.’
n = len(path) - _J(H) Here we're extracting the stote
est state = path(0] [0] we're estimating, which isn't state.

(IS) rewar ds is a. vector of all rewards encountered from the est_state until n.
T—P rewards = np.array(path) [:,1]

(i) portial_return is o vector of discountedrewords from est_stote to n.
partial return = discounts[:n] * rewards

(D bs_val is the bootstrapping value. Notice that in this cose next stade is correct.
bs_val = discounts[-1] * V][ next state] * (not done)

(®) ntd_target is the sum of the partial retwrn and bootstrapping volue.

ntd target = np.sum(np.append(partial return,
bs val))

(19) This is the error, like we've been caleulating all along.
ntd_error = ntd_target - Vlest state]
(a0) The update o the state-value function
V[est state] = V[est state] + alphas[e] * ntd error

(D Here we set path to None to break out of the episode loop, if path has only one
experience and the done flag of that experience is True (0an o terminal stote in path.)

if len(path) == 1 and path[0][3]:
path = None
V_track(e] = V

return V, V _track 4———— (33) we return Vv and V_irack os usuol.
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TD( ):lMokpalueHa ouiHKa
VCIX BIABIAAHNX CTaHIB



Generalized bootstrapping

—" A]’-r-r (i_A)An-r {'! _M’\‘z (I_;‘)A f—f\\
mcC D
oa-step n-step - 3-step 2-step 1-step
bootstrapping bootstrapping bootstrapping bootstrapping bootstrapping
Sf
ﬂf
(D First of
g 5
all, whaot a for?
beoutiful a .
algorithmic " (EV] o while
opproach  p ¢ setting h@bd&
o unif T +o zero will only
me a.ng. A activate TD, and
™! see, it - evgrg other
you set B 5., weight be zero.
lambda. to
, the A, t
2:13 active oo (3) And a. value in between wil
uu«a'lj e will A give a weighted eombination
be El-.—_-, of all n-step estimates.
o oS, Beoutiful, r'._ght?h
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= SHow MEe THE MATH
Forward-view TD(A)

(D sure, this is o loaded equation; we'll unpack it here. The
bottom line is that we're using all n-step returns until the final

step 7, and weighting it with an exponentially decoying velue.

& (@) The thing is, because

T—t—-1 T i varioble, we need to
G?:T = (1 — /\) z AH_IGt:t{_n + AT_t_IGt:T weight the actual return
— | ‘_V_“ with a. normalizing velue
. ~- - ﬁnfféfgf‘;d(,m so that all weights add
Sum of weighted returns upto l.
from 1-step to T-1 steps |

(@) All this equadtion is sawjing is that we'll

s ! caleulate the one-step return and weight
Grir1 = Rep1 +7Vi(Se41)  #with the Sollowing Pactor ... — 1 — )\
() ... and also the two-step return and weight it with this factor.
Guis2 = Rt + YRiy2 + 72 Vir1(Ses2) (1=X2)A
(S) Then the same For the three-step return and this factor.
Gra+s = Rip1 + 7Retv2 + 7 Rits + 7 Viga(Sit) (1-X)A%
§ (@ ou dothis for all n-steps ... | 3

Gritn = Ris1+ . + 97" 'Risn + V" Vien—1(Se4n) (L =2)A"1
;K‘r). . until your agent reaches a terminal state. Then you weight by this normalizing Factor.
Gur = Rep1 +YRip2 + .. + YT 'Ry AT—t-1

(8) Notice the issue with this approach is that you must sample
an entire trajectory before you can coleulote these values. |

€
ShAt} Rt-}—last—i—ls reey RT, ST ~ Tp.T

A—error
e

() Here you have it, V will
become available ot time 7...

e N

Vr(Se) = Vr—1(Se) + a¢| Gir q-iT—l(St)

A-return
(10) . . . because of this.
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|1 Speak PyTHON
The TD(N) algorithm, a.k.a. backward-view TD(A)

def td lambda (pi, 1—|_|
S () The method td_lambda. has a

gamma=1.0, s‘amh.!re vend sirnilar 4o all other
init_alpha=0.5, metnods. The only new
min_alpha=0.01, hyperparameter is lambda,_ (the
alpha decay_ratio=0.3,  underscore is because lambda.is o
lambda =0.3, restricted keyword in Python.
n_episodes=500) :
1 (3) set the usual suspects.
l nsS = env.observation space.n

WV = np.zeros (nS)
V_track = np.zeros((n_episodes, nS))

E = np.zeros (nS) ¢é———4(a) nddanewguxf the eligibility troce vector.

alphas = decay schedule( 41
init alpha, min alpha, (4) coleulate alpha

a lphg_decay_ratio, n_episodes) for oll episodes.
(9) Here we enter the episode loop.
Ty for e in tgdm(range (n_ep isodes), leave=False):
E.fil1(0)

() Set € o zero every new episode.
state, done = env.reset (), False 4—— (1) Setinitial variables.

while not done: 4———— 4 (8 getinto the time step loop-
action = pi(state)
_L—} next state, reward, done, = env.step(action)

(9) we First interact with the environment for one step and get the experience tuple.
(0) Then, we use that experience o calculote the TD error as usual.
td target = reward + gamma * V[next state] * \

(not done)

td error = td target - Vistate] i
- - (D we increment the

E[state] = E[state] + 1 eligibility of state by I
V = V + alphas(e] * td_error * E 4— (& fndapplythe error
E = gamma * lambda * E 4— update to all eligible
s’ca’c&sashd:-m’eed.baa
state = next state 1 (2 we decaye. ..

V_trackl[e] =V ‘_l_|04)_..and.conﬁnuewr

return V, V_track R
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Tarwy it Up

Running estimates that n-step TD and TD(A) produce in the RW environment

J_ >

o n-step TD estimates through time s, true values

} \'u\_f%m__ —— wam
® 1 4hink the most interesting L_ B [ D
part of the differences and Yo y ".f il a— B — B
similarities of mC, TD, n-step 3 1. =H
0, and Tollambda) can be Ha 1.5?' 4 i o e e )
visuolized side by side. For this, %o, N Ll (1)
highly recommend yow head to
‘th: :lhm'l'\ quOSItOfB Mﬁi{‘;ﬁk . Y 100 200 e 300 400 500
E ih: ﬁc:;?j::t?ﬂ g_m: " TD{}} estimates through time vs. true values
much more than what I've . r‘_"-l.F N e
shown you in the text. —— & fg’_ “""l;ﬁ*‘“.um-__.-* e VT4

%“ ] wmi3)
(@) Buk For now | can highlight Lo
thot n-step TD curves are o. ¢ :"l v e
bit more like MC: noisy and o (1)
centered, while To(lambdo) is IJMJ'{MMW
a bit more like TD: smooth and ’ e i “ -
oft- to‘raet' o MStep TD estimates through time vs. true values (log scale)

o s
(3) when we 100k o the log- = A =
scale plots, we can see how the g N AN LWL unld)
high variance estimates of F—— ,J i, === p ™ wn(3)
n-step TD (a_d; least higher than = 2o« RN, "-?if“ilj\;.;,: NS O
Tolambda) in this experiment), d B N _,_J d v (1)
and how the running estimates B : M i
move above and below the true ——2F e
volues, ttutah theﬁ‘re centered.
TO{A) estimates through time vs, true values (log scale)

@) Tollambda) values aren N MY ‘L‘»'U\L\"I,ﬂ___‘ wnis)
centered, but are also much '_EM;.I g n-f"r"\a,_ﬂ‘ iy i)
smoother than MC. These two % — A !
are interesting properties. &o s ; -
compare them with the rest of ‘.,Z“ — ! ye i A wi2)
the methods youlve learned Faam =T e wni1y
obout so Parl
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High-dimensional state spaces

M This is o.state. F——> State
tach state is o unique JENENERE
configuration of variables. » 1 (] ][]
-~
(& For example, T
variables can be position,

veloci'cg, ’carge’c, location,
pixel, value, and so on.

State ¢— (®n high-dimensional state has
[:J |:| e |:| D many variobles. A sinSle imaae
T s+ 5t s = frame From Atari, for example,

has 10 X 10 X 3 = 100,800 pixels.

0000
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Continuous state spaces

® This is astate. —» State
gach state is a » [ [ [ [ 4—— (3 variables con be
unique con?igurodion position, veloci
of variables. » D D D D . Y .
Y ’car\ge’c, locotion, pocel,
T value, and $o on.

(3) A continuous state-space has at least State

one variable that can take on an infinite I:I D |:| I:]
number of values. For example, position,
tmgles, and altitude are variables that
con have infinitesimal occuracy: say, au, T
or .13, or &.133, and <0 on. |

0.0 - 100.0
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This is the cart-pole environment

(D The cart-pole environment
consists of balancing o pole. —

(@) The

Pole is

hinged to (3) The cart can move
o.cart. 'ﬁ le®t or right along a track.

Its state space is comprised of four variables:
+ The cart position on the track (x-axis) with a range from -2.4to 2.4
+ The cart velocity along the track (x-axis) with a range from —inf to inf
+ The pole angle with a range of ~-40 degrees to ~ 40 degrees
« The pole velocity at the tip with a range of -inf to inf
There are two available actions in every state:
«+ Action 0 applies a -1 force to the cart (push it left)
« Action 1 applies a +1 force to the cart (push it right)
You reach a terminal state if
- The pole angle is more than 12 degrees away from the vertical position
+ The cart center is more than 2.4 units from the center of the track
- The episode count reaches 500 time steps (more on this later)
The reward function is
- +1 for every time step

Dxepeno: Grokking Deep Reinforcement Learning, Miguel Morales.



Anpokcumauia yHKLIM Mae nepesaru

A state-value function

@ a state-value function

is indexed by the state, | p State 0 | * | 2] 3 | 4| ¢®
ond it returns o value | AVl |: 35 14 | o2 | 11 | 45 | 34 :|
represen’cing the expec’ced

rewor d-’co-go ot the Siven stote.
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Anpokcnmauia yHKUIN Mae nepeBaru

An action-value function

T

Dxepeno: Grokking Deep Reinforcement Learning, Miguel Morales.

» States
I - 1
Q 0 1 2 3
Actions 0 15 | -02 1.2 5.7
T 1 4.2 2.1 2.7 6.1
A
1 |

An action-value function, Q, is indexed by the state and the action, and it returns a
value represenﬁng the exPec’ced reward—’co—so for ’cahins thaot action ot thot stote.



A state-value function with and
without function approximation

W Imagine this state-value function. V=[-25,-1.1,0.7,3.2,7.6]
(8 without function approximation, N 0- o_0_ U C o Ve
each value is independent. D

(® with function approximation, the
underlljing relotionship of the states
can be learned and exploited,

(4) The benetit 0% using function approximadtion is particularly obvious i you

imagine these plots ofter even asingle updote.

() without function
H approximodtion, the updote
- - onllj chcmges one stote.

() With function
o 1 2 3 4 opproximodion, the updotes o« 1 2 3 4

change multiple states. T
T

Value | — — — — — — — —

(D OF course, this is a. simplified example, but it helps illustrate what’s happening.
what would be ditferent in “real” examples?

First, if we approximate an action-value function, Q, we'd have to add. another
dimengion.

Also, with a. non-linear function approximator, such as a neural network, more
complex relationships can be discovered,

Dxepeno: Grokking Deep Reinforcement Learning, Miguel Morales.



Anpokcumauia yHKLIM Mae nepesaru

== BoiL it Down
Reasons for using function approximation

Our motivation for using function approximation isn't only to solve problems that aren’t
solvable otherwise, but also to solve problems more efficiently.
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First decision point: Selecting a value function to approximate

e The state-value function v(s)
e The action-value function ¢(s, a)

e The action-advantage function a(s, a)
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Which Function Approximator?
There are many function approximators, e.g.

e Linear combinations of features

Neural network

Decision tree

Nearest neighbour

Fourier / wavelet bases
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Which Function Approximator?
We consider differentiable function approximators, e.g.

e Linear combinations of features

Neural network

Decision tree

Nearest neighbour

Fourier / wavelet bases
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Second decision point: Selecting a neural network architecture

State-action-in-value-out architecture

State variobles in

e Cart pos‘t’cion

e Cart Velocih:j

* Pole angle

e Pole \fe\oci’aj ot tip

Vvalue out

State s For example,
C-0., 11, &.3, 1.1]

Action in |
action o, for example, O.
This could also be represented as o
one-hot vector, for example, (i, 0J.
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Second decision point: Selecting a neural network architecture

State-in-values-out architecture

State variobles in

e Cart posi’cion

* Cart velocity () vector of values out
e Pole angle e Action O (lef)

e Pole velocity at tip e Action | (rish’c)

@ (s), for example,
Stote s, for example, (144, -3.5]

C-o., LI, 3.3, LI]
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Third decision point: Selecting what to optimize

2 SHow MEe THE MATH

|deal objective

— (D An ideal objective in value-
based deep reinforcement
learning would be to minimize the
loss with respect to the optimal
action-value function g*.

1 (3) we want to have
an estimate of g% @
that tracks exac%lfj
that optimal function.

v

——— Li(0h) = Bua |(0:(5,0) — Q(s,a:6)))’]

L (3) 1% we had a solid estimate of g%,

(4) Obviously, ’'m not talking about having
access to g¥*<o that we can use it;
otherwise, there’s no need for learning.
I'm talking about access to sampling the
g* some waw: regression-style mL.

Dxepeno: Grokking Deep Reinforcement Learning, Miguel Morales.
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respec’c to these estimates to Se’c neor-
optimal behcwior—onl\uj it we had that g*



RerresH My MEMORY

Optimal action-value function

(D As o reminder, here’s the definition 0% the optimal action-value function. Iﬁ

hl (@ This is just telling us that the
optimal action-value function ...

(3)...is the
policy that q*(saa) = max [E, [G”St =s,A; = a] Vs € S,Va € A(S)
Sives. ool p
@)...the (... %o0omeach
Poximum andevera action

expec’ced I in each and
return ... | ever5 state.
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Fourth decision point: Selecting the targets for policy evaluation

MC, TD, n-step, and lambda targets

MC D N-step Lambda
(n=2)

O

O me: you use all @) ™™ you use (3) A-step is like (4 Lambda.
reward found in a the value of the TD, but instead target mixes in an
trajectory from a. next state as an of bootstrapping exponentially
start state to the estimote of all after one step, decaying fashion
terminal state. reword to 90 Yyou use “n" steps. all n-step targets
into one.
(S) we will be using J
the TO ’carge’c.
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Fifth decision point: Selecting an exploration strategy

Another thing we need to decide is which policy improvement step to use for our
generalized policy iteration needs.
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| SPEak PYTHON

Epsilon-greedy exploration strategy

class EGreedyStrategy(): () The select_action function of the epsilon-greedy
<...> strateqy’ starts by pulling out the Q-values for state s
def select_action(self, model, state): T
with torch.no grad(): v

g _values = model (state) .cpu() .detach()
.’.—' g values = g values.data.numpy () .squeeze ()

() | make the values ‘NumPB %iendl\lj” ond remove an extro. dimension.

if np.random.rand() > self.epsilon: 4 (3) Then, getarandom
action = np.argmax (g values) number and, if greater
else: than epsilon, act greedily.

action = np.random.randint (len (g values))

L’ (4) Otherwise, act randomly in the number of actions.

<.l ‘—| (s) NOTE: | always query the model to caleulate stats. But,
return action you shouldn’t do that it your goal is performance!
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Sixth decision point: Selecting a loss function

e L1
e L2, MSE
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Seventh decision point: Selecting an optimization method

e Batch gradient descent
e Mini-batch gradient descent
e Stochastic gradient descent

e Mini-batch gradient descent vs. momentum

Dxepeno: Grokking Deep Reinforcement Learning, Miguel Morales. 187/194



Batch gradient descent

m Let J(w) be a differentiable function of
parameter vector w

m Define the gradient of J(w) to be

oJ(w)
ow1

Vwd(w) =

oJ(w)
owp,

m To find a local minimum of J(w)

m Adjust w in direction of -ve gradient

1
Aw = — EO!VWJ(W)

where « is a step-size parameter
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Batch gradient descent

‘ |
(D Batch gradient
descent qoes smoo’dwl}j
toward the ’carge’c
becouse it uses the
entire dotaset ot once,

<0 lower varionce is
expe-::’ced.
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Mini-batch gradient descent

— O n mini-batch gradient
descent we use a uni?orml.5
sampled mini-batch. This results
in noisier updates, but also
faster processing of the doto.
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Stochastic gradient descent

—— () with stochastic gradient descent, in
every iteration we step thmuah orﬂ}j
one sample. This makes it o noi.sﬁ
calgori’chn-\. It wouldn’t be surprising to
see several steps tahing us further
ooy from the target, and later back
toward the ’carget
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Mini-batch gradient descent vs. momentum

) mini-batch
Sradient descent
from the last image

() This would
be momentum.
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IT’s IN THE DETAILS
The full neural fitted Q-iteration (NFQ) algorithm
Currently, we've made the following selections:
« Approximate the action-value function Q(s,a; 6).
« Use a state-in-values-out architecture (nodes: 4, 512,128, 2).

« Optimize the action-value function to approximate the optimal action-
value function g*(s,a).

« Use off-policy TD targets (r + y*max_a'Q(s,a’; 6)) to evaluate policies.
- Use an epsilon-greedy strategy (epsilon set to 0.5) to improve policies.
« Use mean squared error (MSE) for our loss function.
« Use RMSprop as our optimizer with a learning rate of 0.0005.
NFQ has three main steps:
1. Collect E experiences: (s, a, 1, s, d) tuples. We use 1024 samples.
2. Calculate the off-policy TD targets: r + y*max_a’Q(s,a’; 6).
3. Fit the action-value function Q(s,a; 6) using MSE and RMSprop.

This algorithm repeats steps 2 and 3 K number of times before going back to step 1. That’s
what makes it fitted: the nested loop. We'll use 40 fitting steps K.
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Moving Avg Reward (Training) M one interesﬁng point is that
You can see the training reword
never reaches the mox of SO0

150

100 reward per episode. The reason
is we're using an epsilon of 0.s.
= Howing such o 'nig'n exploration
rate helps with $indin3 more
Moving Avg Reward (Evaluation) accurote value functions, but it
a00 shows worse performance during
300 traininﬂ.
200 (2 On the second figure we
100 plot the meon reward durina
0 evaluation steps. The evaluotion
Total Steps steps are the best performance
200000 we can obtain $rom the agent.

150000

y

(® The main issue with NFQ is
that it tokes too many steps

100000

50000 to get decent performance. In
o other words, in terms of sample
Training Time eﬂiciemg, NFQ does poorly
125 It needs many samples betore it

gets decent results. It doesn’t
get the most out of each sample.

‘—|_ () The next two plots are
reloted to fime. You con see
Wall-clock Time Ll it QPPmXima{elS
80 seconds on averoge to poss
200 the envirenment. “Training time”
‘ is the time excluding evaluation
steps, statisties, and so on.

(S wall-clock time is how long
0 500 é?:?:odes 1500 2000 it fokes o run from begll'\ﬂll'\a
to end.
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