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3AT'AJIbHI ITOJIOKEHHSA

Lleti HaBUa/bLHUN TIOCIOHMK sIBIsiE COOOI0 KepiBHMIITBO 0 J/1ab0OpaTOpHOTO
NpakTUKyMy 3 Kypcy “TexHosorii Big Data” p11 BUBYeHHSI Ta IIPaKTUYHOIO
OCBO€EHHS CTY€HTaMU HarpsiMy MiArOTOBKM CrewiaabHOCTI 123 - “Komrr’toTepHa
iHKeHepis”.

JIabopatopHi pob0TH BUKOHYIOTHCSI Ha KadezapansHoMy Kiactepi Hadoop ans
PO3MO/iIeHNX 00UKnC/IeHb.

MeTa 11bOT0 MOCiOHMKA — T103HAMOMUTH CTY[EeHTIiB 3 iH(pacTPyKTyporwo st
po3noineHnx oourcaeHs Ha 6a3i knactepy Hadoop Ta mapaaurmoro MapReduce pnst
00poOKM BeTMKUX 00’ €MiB JaHUX.

[Tepes koXHOIO pOOOTOI0 HaBe[eHO KOPOTKi TeopeTWuHi BiJOMOCTI, II0

MiCTSTh JOCTaTHINM 06cAT iHbopMariil /151 BUKOHAHHS 1ab0paTOPHUX POOIT.

OdopmienHs 3BiTy Ta NOPAJO0K MO0 MOJJAHHS

s TIO3UTHMBHOI OIIIHKA TI0 KOXHili poOOTi CTy/eHT Hajla€ BUK/ajauy
o opMIIEHUI 3BIT.

3BIT Ma€ MICTUTHU:

* TUTYJIbHUM apKyll (Ha HbOMY BKAa3yKOTb Ha3By MiHICTePCTBa, Has3By

yHiBepCcUTeTYy, Ha3By Kadeapu, TeMy PpPOOOTH, BHKOHaBLd Ta 0co0y, IO

TIpUKMMac 3BIT, piK);

* MeTy, BapiaHT i 3aBAaHHs poboTH;

* JeTaJlbHUN OTMMC BUKOHAHOI POOOTH, JIiCTHHT MporpaMu (3a HeoOXigHOCTi);

* 3MICTOBHMM aHasi3 OTPUMAaHUX pPe3yJbTaTiB Ta BUCHOBKHU.

[Tig uyac 3axucTy pobOTH CTy#eHT TOBUHEH MPOJeMOHCTPYBaTH 3HaHHS IO
3MicTy po0OTH, 0 TeOpeTUUHOMY Marepiany, aHasi3yBaTU KOXKeH eTar po0oTH,
BHUKOHYBaTH 3aB/laHHS CyMiCHi 3 po00TO0, 1110 BUK/Ia/lau MOKe TTOTIPOCUTH BUKOHATH

Ha Micui. CTygeHT [MOBYHEeH BMITH IPaBU/IbHO aHasli3yBaTh OTPUMaHI pe3y/bTaTy.
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BCTYII

Hucouritina “Texnonoris BigData” cripsMoBaHa Ha BUBYeHHS ITiIXOJIB,
MeTOo/[iB i MexaHi3MiB GYHKI[IOHYBaHHSI Ta BUKOPMCTaHHS iHGPACTPYKTypu /st
po3nofiineHx obuuncieHb Ha 0a3i Knactrepy Hadoop ta mapagurmu MapReduce.
HeoOxifHicTh B BUKOPDUCTaHHI HOBUX TMiAXoAiB 0OyMOB/eHa THUM, IO CydYacHi
TiAX0A1 0 BUPIIIEHHST CKIAJHUX 3aBJaHb, sIKi MTOTPe0y0Th 00pOOKM Haj[3BUUAHO
Be/IMKOro 00cAry  faHuxX, ToTpeOyrTb BUKODUCTaHHS  BeMKOI  KilIbKOCTI
o0urCIoBaIbHUX pecypciB. BuBueHHS AaHOI AUCLMTUTIHM MalOyTHiIMU GaxiBIsIMu
JO3BO/IUTh iM HAOyTH Ba)K/IMBUX KOMIIETEHI[ii B TIUIaHi PO3BUTKY iCHYIOUMX i
BHUKOPHCTAaHHIO HOBUX TIIXOAIB /11 OpraHi3ariii po3mno/ijieHnx 00UHC/IeHb.

[TpakTuHa YacTWHA KypCy CK/IAJa€TbCcs 3 TU'STU jabopaTopHMX pobiT i
Tpy3HayeHa [Jid OTPUMaHHS TPaKTMYHUX HABUUOK BHUOKPUCTAHHS iCHYIOUHX
TeXHOJIOTiH Jyis 00poOKM Be/MUKUX 00’€MiB [JaHUX y PO3IMOJiIeHNX cucTeMax. Bci
nabopaTopHi BUKOHYIOTbCS Ha KadempanmbHOMy KiacTepi Hadoop i BKIHOUalOThH B
cebe po3poOKy rporpam fjiss 00poOKM JaHMX 3a mapagurmMoro MapReduce, a TOKOX
BUKOPUCTaHHS iHCTpyMeHTiB Apache Pig Latin, Hive Ta gucrietyepy (GhopMyBaHHS
pobiT Oozie. Pob60TH TOC/TIIOBHO Ta JIOTiYHO BITOPSAKOBaHI 3a CK/IAAHICTIO Ta
OXOIUTKOKOTh BCi TeMH, 1110 BUBUAKOTHCS B KYPCi.

Marepian g1 KokHOI jaboparopHoi poGOTM MICTUTH MeTy, OCHOBHi
TeOpeTUYHi BiZIOMOCTi, 3arajibHe 3aB/iaHHsl, BKa3iBKM CTOCOBHO OOpaHHsSI BapiaHTy
[J11 IHAUBIya/bHUX 3aBllaHb, CIIMCOK MUTaHb [Jis CaMOllepeBipku. TakoX [a€TbCs
CIUCOK PEeKOMEHJOBAaHUX iH(MOpMaL[iiHUX [pKepes AJis TiJrOTOBKM Ta BUKOHAHHS
nabopatopHux PpoOOIT. Y [J0AaTKy HaAArOThCS IHCTPYKII 1O HajallTyBaHHIO

JIoKanbHOro Kiactpy Hadoop.



JIABOPATOPHA POBOTA Nel
OCHOBHI ITOHATTA MAPREDUCE

MeTa po6oTH Ta 0OCHOBHe 3aB/JaHHSI POOOTH: 03HAOMUTUCS i3 MapaUrMor0
TIPOrpamMyBaHHs i OTPMMAaTU HaBUUKMW HAMMCAHHS Ta 3aIlyCKL MPOCTOl MporpamMy, sika
cnigye mapagurmi MapReduce. CrnipoOyBaTu peasiyBaTH eTarid, I110 3HaXOASIThCS

Mi)k Map Ta Reduce (uarpuknaz, Shuffle Ta Sorting) 6e3 BuKOpHCTaHHS

bpeliMBOpKY.

OCHOBHI TEOPETNYHI BIJOMOCTI

MapReduce — mapagurma TiporpaMyBaHHS [jis 0OpOOKY BeJUKHWX HaOopiB
JlaHUX, PO3MOAI/IeHUX MDXK By3/JaMU KijacTepa. laesd 1[ji€i mapagurmMu MoJsrae y
pO3/i/leHHI BXiIHUX JaHWX Ha YaCTHHH, OOUMCIeHHsS I[UX YacTUH Ta 00’€qHaHHS
TIPOMI>KHOI'O pe3y/IbTaTy B OCTaTOYHe PillleHHS.

Po3gineni BxifHi fJaHi MaroTh (opMaT CIMCKY, eJleMeHTaMU SIKOTO € Tapu
«KJTH04, 3HaueHHs». Ha npuksiazi 3azadi po3paxyHKy KiJIbKOCTI Pi3HUX CJ/IiB y TeKCTi,
MaTUMeMO efleMeHTH Gopmary «cioBo, 1». Ilpu mojanblivxX po3paxyHKax, 1ie
3HAUeHHS - «OJUHUIIS» Oyle CyMyBaTHCh [I/is1 OTPUMaHHS 3arajbHOi KiJTbKOCTi ITOSIBU
MeBHOTO cJioBa y Tekcti. Ha puc. 1.1 moka3aHo TpuK/IaZ 0OpOOKH TeKCTOBOI
iH(opmaLlii BUKOpUCTOBYIOUM napagurmy MapReduce.

Kanoniyna mporpama MapReduce mMae MICTUTU peasi3alil0 TIPUHAWMHI JBOX
rofoBHMX obumcmoBanbHUX (pa3 Map Ta Reduce y SIKMX OMMCYETHCSA K TOTPiOHO
CTBODUTU TlapU «KJ/IIOU, 3HAUeHHs» Ta SKUM UYMHOM 3i6paTu KiHIeBUiIl pe3y/bTar.
3aziaHHs 06YKC/IIOBA/ILHOTO TIPOLIeCy Y JaHUM criocib 03BoJIsie pO3MOALIATY aHi Ha
YaCTUHU i BUKOHYBaTH iX 00pOOKy Ha pi3HMX OOUMC/IIOBA/ILHUX BY3/iB. [Ipu 1ibomMy
caM mpoLecC po3noJily BUKOHYETbCS aBTOMaTUYHO | He BUMararo siBHOrO KepyBaHHS

KOPHCTYBaueM.



MapReduce
Input Splitting Mapping Shuffling Reducing Output
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iciae rain

Puc. 1.1. OcHogHi (a3u nmapagurmu MapReduce.

B 3arasbHOMy BuIszi Tmpocta mnporpamMa MapReduce, 11j0 BUKOHYE
TiIpaxXyHOK CJIiB B HAOOPi TOKyMeHTiB MaTMe HaCTyITHUM BUTTISI,.

function map(String name, String document):
// name: document name
// document: document contents
for each word w in document:

emit (w, 1)

function reduce(String word, Iterator partialCounts):
// word: a word
// partialCounts: a list of aggregated partial counts
sum = 0@
for each pc in partialCounts:
sum += pc

emit (word, sum)
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Hani po3rmissHeMo mpuK/az poboTu KoLy mapper.py Ta reducer.py [Ijisi MOBU
rporpamyBaHHs Python.

1. CTBOpiTP AUPEKTOPit0, MeperliTh B Hel, Ta 3aBaHTa)XTe TMPUK/IaJ KOZ 3

penio3uTtopito (https://github.com/iorch/test hadoop).

mapper.py
#!/usr/bin/env python

"""A more advanced Mapper, using Python iterators and generators."""

import sys

def read_input(file):
for line in file:
# split the 1line into words

yield line.split()

def main(separator="'\t'):

# input comes from STDIN (standard input)

data = read_input(sys.stdin)

for words in data:
# write the results to STDOUT (standard output);
# what we output here will be the input for the
# Reduce step, i.e. the input for reducer.py
#
# tab-delimited; the trivial word count is 1
for word in words:

print '%s%s%d' % (word, separator, 1)

if __name__ == "__main__":

main()


https://github.com/iorch/test_hadoop

reducer.py

#1/usr/bin/env python

from itertools import groupby
from operator import itemgetter

import sys

def read_mapper_output(file, separator='\t'):
for line in file:

yield line.rstrip().split(separator, 1)

def main(separator='\t'):
# input comes from STDIN (standard input)
data = read_mapper_output(sys.stdin, separator=separator)
# groupby groups multiple word-count pairs by word,

# and creates an iterator that returns consecutive keys and their
group:

# current_word - string containing a word (the key)
# group - iterator yielding all ["<current_word>", '"<count>"] items
for current_word, group in groupby(data, itemgetter(0)):
try:
total_count = sum(int(count) for current_word, count in group)
print "%s%s%d" % (current_word, separator, total_count)
except ValueError:
# count was not a number, so silently discard this item

pass

if __name__ == "__main__":

main()

2. 3MIHITh IpaB JOCTYILY
# chmod a+x mapper.py

# chmod a+x reducer.py
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3. 3anycTiTh i3 KOMaHAHOTO psiAKY. Ha BXi/i mo/ja€TbCsl TEKCTOBUM PSIZIOK, KW
pO30MBaETHCST Ha TapU «KJIHOU, 3HAUeHHs», 10 BiATNOBiZiae etarty map. Pe3synbrar

BUKOHAHHS CKPUIITY mapper.py noka3aHo Ha puc. 1.2.

# echo "abc ddd hello abc yyy def hello" | ./mapper.py | sort
ru:u:ut@*.fmlEl:fv_ftest | ‘:'_”_EI ”El
[root@vmlzl test]# echo "abe ddd hello sbe yyy def hello™ | L /mapper.py -

abo 1
cddd
hellao

1
1
1
1
1
1

[EootAvmlZl test]# I

Puic. 1.2. ImiTariist mpoijecy po30UTTsI BXiJHUX JaHUX Ta CTOBOPEHHS Tiap.

3apmanHs MapReduce 3a3Buuaii po30uBae Habip BXiJHUX JAaHUX Ha He3a/lexHi
YaCTUHM, $Ki 0OpOoO/ISIIOThCS 3ajjauaMu map TmapanenbHo. PpelimBopk Hadoop
BUKOHY€ COPTYBaHHSI pe3y/bTaTiB 3aJad map, sKi MOTiM MOCTYIIat0Th Ha BXij, 3aJa4
reduce y copToBaHOMY 3a K/toueM BUI/IsAfI. Lle mo3Bonsie ppeliMBOpKy 30Mpary mapu
3 O/IHAKOBUMH KJ/IHOUaMW Ha BHUXOJi Pi3HUX 3ajjau map Ta TepefaBaTy iX B OJWH
reduce. lleii mpoulec Ha3uBaeTbcs shuffle. [Insi crOpollleHHs TIpUK/IafZy, He

BUKOPUCTOBYIOUH (DpeMBOPK, CKOPUCTAEMOCSI KOMaHAo0 sort B Linux (puc. 1.3).

# echo "abc ddd hello abc yyy def hello" | ./mapper.py | sort

ruut@*.fm121:~_e’test | =] ” [=] |@

[tootEvmlZl test]# echo "abe ddd hello abe yyy def hello™ | /mapper.py | Sort

[rootfvinlZl test]# I

Puc. 1.3. ImiTariist nportiecy shuffle 3acobamu ytumitu sort B Linux.
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4. HacTyrmHUM KpPOKOM MOTPiOHO BUKOHATH 00poOKY OTpUMaHMX Ha eTary map
JaHux i copmyBaTU KiHLIeBUM pe3yabTar 3TifiHO TMOcCTaB/eHol 3azadi. s 1boro

TiepeHaripaB/IsiEMO Torepe/iHil BUBiJ, o ckpunTy reducer.py (puc. 1.4).

# echo "abc ddd hello abc yyy def hello" | ./mapper.py | sort | ./reducer.py

[ o

root@vmlal:~/test |i“£|@

[rootfvinlZl tesc] # I

Puc. 1.4. ImiTatiist mpotiecy 360py JaHUX y OCTaTOUHe PillieHHSI.

B pe3ysnbTati gaHoro npukiaaay 06ys10 3Mo/ieTbOBaHO 00pPOOKY TEKCTOBUX JaHUX
3a mapagurmMor0 MapReduce i3 BUKOPUCTaHHSIM JIBOX CPHIITIB, IIJ0 peasni3yloTh [Ba
OCHOBHi eTan map Ta reduce, 06’€AHaHUX B OHY TOC/iOBHICTE Y KOMaHJHOMY

PAAKY TepMiHany Linux.

ITPAKTUYHE 3ABJAHHSA
[Mpunyctumo, € ABi 3asaui map, sKi BUBOAUTHL JAaHi BiArnoBigHO Ao filel Ta
file2.
1. Po3po0iTe mporpaMy ab0 CKpHIIT, IKWUM uWTae 11i daiiam, i rotye mani g
3agau reduce. IHITMMH C/IOBaMH, BaM TTOTPiOHO peanizyBaty Kpok shuffle. Bu moxete
BHUKOPHCTOBYBATH MOBY MPOTPaMyBaHHs Ha Baill BUOIp;

2. 3amnycTiTh MpOrpamy i epeKoOHauTeCh, 1110 BCe MPAL[tO€ MPaBUIbHO.

CIIMCOK KOHTPOJ/IbHUX IIUTAHDb
HavTe BU3HaueHHs napagurmu MapReduce?

SIki ocHOBHI eTanu 00pobKM JaHWX BU3HaueHi y mapagurmi MapReduce?



12
JIABOPATOPHA POBOTA Ne2
OCHOBHI IIOHATTA HADOOP

Meta po60TH Ta OCHOBHe 3aBJJaHHA POOOTH: 03HAMOMHUTHCS i3 TIPOrPaMHUM
3abe3neueHHsAM [jig poO3MofiieHnx obuuciedb Hadoop, 110 BKaO4ae B cebe
po3noziieHy (auinoBy cucteMy Hadoop — HDFS, mMeHe[ykep pecypcCiB K/jacTepy
Hadoop — YARN Ta 3acobu Hadoop pjis MOHITOpUHTY Kiactepy. HaBuutucs

po3po0siATH Ta 3aryckary rporpamy MapReduce Ha knactepi Hadoop.

OCHOBHI TEOPETNYHI BIJOMOCTI

KomnonenTu Hadoop

Ins posmnofisieHoro 30epiraHHsl JaHUX Ha By3/ax Knactepa, Hadoop Mae
po3ro/iyieHor0 ¢aioBoro cuctemoro — HDFS.

XapaKkTepUuCTUKMU:

* BiIMOBOCTIHKICTB;

* TpalllO€ Ha CTaHAAPTHOMY ariapaTHOMY 3abe3reueHHi;

* MOXK/TMBICTh 0OPOOKY BeTMKUX HaOOPiB aHUX;

* MpUHLUI master/slave.

OcHoBHuMU efileMeHTamMu HDFS €:

* NameNode — «master» By30/1, SKUM BUKOHY€E (DYHKLIil MiITPUMKH KaTasoriB,

daiiniB Ta ympaBmiHHA O/0KaMU [aHUX, DO3MOJiJIEHUMH MK By3/aMu

KJ1acTepa;

e DataNode - «slave» By3on, 110 3abe3mneuye Gi3suuHUANd TPOCTIp /1o

36epiraHHsi, 00po0sIsi€ 3anUTH YATaHHS / 3aMUCY 3 TOJIOBHOTO BY3/1a.

 Secondary-namenode — pe3epBHuli ek3emrusip Aasi NameNode, 1110 mparitoe

Ha IHIIIOMY BY3/11 K/1acTepy.
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Ha puc. 2.1 nokasaHo apxitektypy HDFS.

Master

Onepadii i3 6n10kamun 3BiT
NameNode

CTBOPUTK B/I0K;
BUAANUTK BNIOK;

pennikaujia 610Ky; /

KiNbKiCcTb 6/10KiB;
CTaH;

DataNode DataNode s DataNode Slave
/[filel 1 2 3 3 4 1 4
/file2 3 1 2 4 2 3

Puc. 2.1. Apxitektypa HDFS.

MapReduce — Mofienb TIporpaMyBaHHs /11 00pOOKY BeIMKUX HaOOPiB JaHUX,
PO3MOAIIeHUX MK By3/amu Kjactepa. [ged 1€l mofesi mossrae y po3[iieHH]
BXiZTHMX /IaHUX Ha YaCTUHH, OOUMC/IeHHS 1UX YaCTUH Ha 00UMC/TIOBa/IbHUX By3/lax Ta
00’ eTHaHHS IPOMI>KHOTO pe3y/IbTaTy B OCTaTOUHE PillleHHS Ha TOJIOBHOMY BY3/I.

3a mlaHyBaHHsS/BUKOHaHHS 3ajlau MapReduce Ta yrpaBiHHSAM pecypcamMy Ha
Knactepi Hadoop BiamnoBimae MmeHemxkep pecypciB YARN — Yet Another Resource

Negotiator.

OcHoBHUMU ejiemeHTaMu YARN €:

* Resource Manager — «master» By301 YARN [ BUKOHAHHA 3ajad
MapReduce, BiTIoBija€ 3a TOCTaHOBKY 3a/jau Ha 00UMC/IeHHS;

* Node Manager — «slave» By3on YARN pns BUKOHaHHS 3aziau MapReduce,
Hazlae oOuMCIFOBabHI pecypcy;

* App Master — Ha3HaAUa€TbCSA «Mmaster» By3/IOM Ha TeBHOMY «slave» By3i,
KOHTPOJIIOE BUKOHaHHs 3aZiaui MapReduce i3 neBHuM ID;

* Container — 3aIyCKa€eThCs Ha iHIUX «slave» By3/jaX, BUKOHY€E OOUMC/IeHHS
neBHOI 3a7aui MapReduce i KOHTPOJIIOIOTLCSI CBOIM App Master.

Ha puc. 2.2 nnokasaHo apxitektypy YARN.
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e

3adaua
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MapReduce

Puc. 2.2. Apxitekrtypa YARN.

[MTepeBaru nporpamMHoro 3abe3mneueHdss Hadoop mosiAraroTh y TOMY, 1110 BOHO:

* He TOTPiOHO crielfiasi3oBaHe 00/laZiHAHHS [I7Is1 TIOOYJ0BH OOUHC/TIOBAIbHOTO
K/1acTepy;

* Mae€ MeHIIy BapTicTh 30epiraHHs Ta 00poOKHY aHUX Ha TepabaiiT;

* BHMCOKA MacIITab0BaHiCThb, TPOAYKTUBHICTh, Bi[MOBOCTIHKICTh;

* He TIOTpeOye TepeTBOPeHHs JaHUX /sl iX 30epiraHHS B pPO3MOJineHil

(daiiyioBik cuCTeMi.
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3acodu MoHiTOpuHry Kiaacrepy Hadoop

Hadoop Mae pekinbka pecypcCiB dyepe3 sIKi MO)KHa BifiC/liIKOByBaTH IIeBHi
acrieKTy po0OTH K/acTepy:

* http://<master-IP>:50070/dfshealth.html — Be6-pecypc crany HDFS,;

* http:// <master-IP>:8088/cluster — Beb-pecypc MeHe@Kepa pecypciB

KJIacTepy;

* http:// <master-IP>:19888/jobhistory — Beb-pecypc icTopii 06pobneHux

3a/1a4.

Ha puc. 2.3 mnokasaHa rosioBHa CcTopiHKa craHy HDFS pe MoxHa
03HAMOMUTUCS i3 OCHOBHOK iH(oOpMalli€ro: KibKicTh (haiiB, JOCTYMHUN MPOCTIp

CXOBUIIA [JAHUX, KIJIbKICTb BY3/1iB, TOLO.

Hadoop Overview Datanodes Datanode Volume Failures Snapshot Startup Progress Utilities

Overview 'hadoop-master:54310' (active)

Started: Thu Sep 24 16:41:36 EEST 2020

Version: 2.7.3, rbaa91f7¢c6bc9chb92be5982de4719¢1c8af91ccff
Compiled: 2016-08-18T01:41Z by root from branch-2.7.3
Cluster ID: CID-09af07ff-59ec-4eef-aac8-ef3413338a74

Block Pool ID: BP-1774145040-127.0.1.1-1572457637586
Summary

Security is off.

Safemode is off.

5352 files and directories, 3464 blocks = 8816 total filesystem object(s).

Heap Memory used 205.89 MB of 393 MB Heap Memory. Max Heap Memory is 889 MB.

Non Heap Memory used 43.97 MB of 45.56 MB Commited Non Heap Memory. Max Non Heap Memory is -1 B.

Configured Capacity: 195.86 GB

DFS Used: 3.81 GB (1.94%)

Non DFS Used: 14.28 GB

DFS Remaining: 177.78 GB (90.77%)
Block Pool Used: 3.81 GB (1.94%)
DataNodes usages% (Min/Median/Max/stdDev): 1.94% [ 1.94% [ 1.94% / 0.00%
Live Nodes 2 (Decommissioned: 0)
Dead Nodes 0 (Decommissioned: 0)
Decommissioning Nodes 0

Total Datanode Volume Failures 0(@B)

Number of Under-Replicated Blocks 3464

Number of Blocks Pending Deletion 0

Block Deletion Start Time

24.09.2020, 16:41:36

Puc. 2.3. Pecypc i3 ocHoBHOMO iH(opmatiieto ipo HDFS.
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Takok MOXXHa OTpUMAaTH JeTajbHy iH(pOpMaLlito 1o KoXHOMY By3ny HDFS

(puc. 2.4).

Hadoop Overview Datanodes Datanode Volume Failures Snapshot Startup Progress Utilities

Datanode Information

In operation
Node Last contact Admin State Capacity Used Non DFS Used Remaining Blocks  Block pool used Failed Volumes Version
hadoop-slave1:50010 (192.168.118.6:50010) 1 In Service 97.93 GB 19GB 623GB 89.79 GB 3464 1.9 GB (1.94%) 0 273
hadoop-master:50010 (192.168.118.5:50010) 2 In Service 97.93 GB 19GB 8.04GB 87.98 GB 3464 1.9 GB (1.94%) 0 273

Decomissioning

Under Replicated Blocks
Node Last contact Under replicated blocks Blocks with no live replicas In files under construction

Puc. 2.4. lerasnibHa iH(opMallisi 1o KokHoMy By3ny HDFS.

Be6-pecypc HDFS wmae fekisiibka yTHIIIT, OflHA 3 SIKAX /I03BOJISIE TTEeperisijaTH

daiiny, 1m0 36epiraroThCs y po3roisieHiit GaityioBiit cuctemi (puc. 2.5).

Hadoop Overview Datanodes Snapshot Startup Progress Utilities

Browse Directory

/user/hduser/results/marketAverage Gol
Permission Owner Group Size Last Modified Replication Block Size Name
~PW-=-r—- hduser hadoop 0B 24.09.2020, 17:01:57 3 128 MB _SUCCESS
~TW-T—-T-- hduser hadoop 53B 24.09.2020, 17:01:54 3 128 MB part-r-00000
~TWel-ef = hduser hadoop 26B 24.09.2020, 17:01:55 3 128 MB part-r-00001
~[WaF=-T - hduser hadoop 0B 24.09.2020, 17:01:55 3 128 MB part-r-00002
~FW-T—-F-- hduser hadoop 0B 24.09.2020, 17:01:57 3 128 MB part-r-00003

Puc. 2.5. Ilepernisig ¢arinis HDFS.
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Beb-cTopiHka MeHe/kepa pecypciB K/jaacTepy HaZla€ JleTajqbHy iHdbOopMailito

MpO  KiJIbKiCTh 0OUMC/IFOBaTbHUX BY3/MiB K/acTepy Ta iX pecypcu. [o3Bosisie

neper/sijlaTy mepesik 3a/iay, 1110 BUKOHYIOThCS, 3aBepIlleHi, Toiilo (puc. 2.6-2.8).

~ Cluster
About

Nodes
Node Labels
Applications

NEW

NEW SAVING
SUBMITTED
ACCEPTED
RUNNING
FINISHED

Scheduler

» Tools

~ Cluster
About

Nodes

Node Labels

Applications
NEW
NEW SAVING
SUBMITTED
ACCEPTED
RUNNING
FINISHED

Scheduler

» Tools

~ Cluster
About

Nodes
Node Labels
Applications

NEW
NEW SAVING

SUBMITTED
ACCEPTED
RUNNING
FINISHED

Scheduler

» Tools

Nodes of the cluster

Cluster Metrics

Apps Apps Apps Apps Containers Memory  Memory Memory VCores VCores VCores Active
Submitted Pending Running Completed Running Used Total Reserved Used Total Reserved Nodes
0 0 0 0 0 0B 12GB 0B 0 8 0 2

Scheduler Metrics
Scheduler Type
Capacity Scheduler

Minimum Allocation
<memory:1024, vCores:1>

Scheduling Resource Type
[MEMORY, CPU]

Show entries

Node Rack < Node StalAe Node Address ¢ Node HTTP . Last health-update ¢ Health-report ¢ Contameri
Labels « ¢ Address & ¢
[default- RUNNING  hadoop- hadoop- Thu Sep 24 16:58:09 0

rack slave1:35315 slave1:8042 +0300 2020
[default- RUNNING  hadoop- hadoog Thu Sep 24 16:58:11 0
rack master:37429 master:8042 +0300 2020

Showing 1 to 2 of 2 entries

Logged in as: dr.who

Puc. 2.6. [Tepesnik 06umc/roBaIbHUX BY3/TiB KacTepy.

RUNNING Applications

Cluster Metrics

Apps Apps Apps Apps Containers Memory  Memory Memory VCores VCores VCores Active
Submitted Pending Running Completed Running Used Total Reserved Used Total Reserved Nodes
1 0 1 0 5 10 GB 12 GB 0B 5 8 0 2

Scheduler Metrics
Scheduler Type Scheduling Resource Type Minimum Allocation
Capacity Scheduler [MEMORY, CPU] <memory:1024, vCores:1>
ID = Use[ Name ¢ IEE Typ? Queue ¢ S‘armm% F‘”‘ShT'meA State ¢ FinalStatus ¢
application_1600954928019 0001 hduser Market MAPREDUCE default Thu Sep N/A RUNNING UNDEFINED
Average 24
Count 17:01:14
+0300
2020

Showing 1 to 1 of 1 entries

Puc. 2.7. Ilepesnik 3azay, 1110 BAKOHYIOTbCS.

FINISHED Applications

Cluster Metrics

Decommissioned  Lost Unhealthy ~ Rebooted
Nodes Nodes Nodes Nodes
0 Q 0 0
Maximum Allocation
<memory:6144, vCores:4>
Search:
LV\JJIerg Mem VCores VCores  Version
SE . Avail ¢ Used ¢ Avail & ]
0B 6 GB 0 4 273
0B 6 GB 0 4 273
Logged in as: dr.who
Decommissioned Lost Unhealthy  Rebooted
Nodes Nodes Nodes Nodes
0 0 0 0
Maximum Allocation
<memory:6144, vCores:4>
Search:
o a Blacklisted
Progress ¢ Tracking Ul ¢ Noaes s

ApplicationMaster 0

Logged in as: dr.who

Apps Apps Apps Apps Containers Memory  Memory Memory VCores VCores VCores Active  Decommissioned = Lost Unhealthy  Rebooted
Submitted = Pending Running Completed Running Used Total Reserved Used Total Reserved Nodes Nodes Nodes Nodes Nodes
1 0 0 1 0 oB 12 GB 0B 0 8 0 2 0 Q 09 0

Scheduler Metrics
Scheduler Type Scheduling Resource Type Minimum Allocation Maximum Allocation
Capacity Scheduler [MEMORY, CPU] <memory:1024, vCores:1> <memory:6144, vCores:4>
~|entries Search:
D Use[ N Application Typeh B~ StanT\meh FinishT\meh State ¢ FinalStatus & Progress ¢ Tracking Ul Blacklisted Nade?
application_1600954928019_0001 hduser Market =~ MAPREDUCE default Thu Sep24 ThuSep24  FINISHED SUCCEEDED History. N/A
Average 17:01:14 17:01:57
Count +0300 2020 +0300 2020

Showing 1 to 1 of 1 entries

Puc. 2.8. Tlepesiik 3aBepiieHuX 3ajay.
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Menemxep pecypciB He 36epirae mnepesnik o0pobneHux 3afjau i micss
repe3anycKy KiacTtepy fAaHa iHdopmailis BTpadaeTbcs. i 30epiraHHs icTOpii y

Hadoop nepenbaueHo crierjialbHAM cepgic, 1110 36epirae ictopito 3agau y HDFS (puc.

2.9).

CrliEEbE JobHistory

~ Application Retired Jobs
About 2
Tobs Show [20_~]entries Search:
Maps Reduces
» Tools Ts‘fnbem‘t n S T‘me, (AR T\mg Job ID M Name ¢ | User ¢ Queug State ¢ T'\(:I;'I)S, Completed Rg::lceg Completed
2020.09.24 2020.09.24 2020.09.24 job_1600954928019_0001 Market Average Count hduser  default SUCCEEDED 3 3 4 4
17:01:14 17:01:27 17:01:57
EEST EEST EEST
2020.09.23 2020.09.23 2020.09.23 job_1600885434688_0005 oozie:launcher:T=java:W=0ozieLab5:A=jar- hduser  default SUCCEEDED 1 1 0 0
21:58:53 21:59:00 21:59:15 mapreduce:
EEST EEST EEST
2020.09.23 2020.09.23 2020.09.23 job_1600885434688_0004 SELECT avg(eurusd_volume), hduser  default ~SUCCEEDED 2 2 1 1
21:49:24 21:49:37 21:50:06 av...market.forex(Stage
EEST EEST EEST
2020.09.23 2020.09.23 2020.09.23 job_1600885434688_0003 PigLatin:script_lab3.pig hduser  default SUCCEEDED 3 3 0 0
21:44:33 21:44:46 21:45:08
EEST EEST EEST
2020.09.23 2020.09.23 2020.09.23 job_1600885434688_0002 PigLatin:script_lab3.pig hduser  default SUCCEEDED 3 3 1 1
21:43:15 21:43:28 21:44:27
EEST EEST EEST
2020.09.23 2020.09.23 2020.09.23 job_1600885434688_0001 Market Average Count hduser  default SUCCEEDED 3 3 4 4
21:36:38 21:36:53 21:37:39
EEST EEST EEST

Showing 1 to 6 of 6 entries

Pruc. 2.9. Beb-pecypc icTopii 06pobsieHrx 3a/au.

Po3po0dka Ta 3anyck 3agau MapReduce Ha knacrepi Hadoop

Ins HarvcaHHs1 nporpaM MapReduce pnsi Hadoop BUKOPHCTOBYHOTH MOBH
nporpamyBaHHs Java, Python, Scala, R, Tomjo. [leski 3 1UX MOB MOTpPeOyOTh
BCTAHOB/IEHHSI [JOAATKOBHUX KOMITOHEHTIB Ha kactepi Hadoop.

B maniii maboparopHiii poboTi Oyme BUKOHYBaTHCS pPO3paXxyHOK CTaTHCTHUUHON
iHndopmatii Asst meBHOro Habopy AaHux. B sikocTi HAbOpy JaHUX BUKOPUCTOBYETHCS
icTOpidg KOTUpYBaHHS BaltOT Ha Forex njis 3-X Ba/IlOTHUX Tap. MaeMo CTaTUCTUKY 3a
5 pOKiB 10 2 MJH. 3amMCiB s KoykHOI mapu. Ilpuksiaz Habopy AaHUX HaBeZieHO

HIXUYe.

1.  POT9Ne9N30) 7430902 IN0903) 10902 IN0903)2, 2019.09.30,18:00,0.8862, 0.8862,0.8861, 0.8861, 4, 2019.09.30,18:01,1.0880,
1.0881,1.0879,1.0880,5

2. 2019.09.30,17:46,1.0904,1.0905,1.0904,1.0904,3,2019.09.30,18:01,0.8862, 0.8863,0.8861,0.8862,7,2019.09.30,18:02,1.0881,
1.0881,1.0879,1.0880, 4

3. 2019.09.30,17:47,1.0905,1.0905,1.0905,1.0905,2,2019.09.30,18:02,0.8863, 0.8863,0.8863, 0.8863,1,2019.09.30,18:03,1.0881,
1.0881,1.0880,1.0881,5
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KoykHui psiioK MiCTUTB HAaCTYIIHI 1o /151 3-X 1ap, a came:

1. dara;

2. Yac;

3. L{iHa BigKpuUTTH;

4. MakCcuMyM L{iHY;

5. MiHimMyM 1jiHY;

6. LliHa 3aKpuTTH;

7. 006’eM TOpriB.

Ons npuknagy po3rasiHeMo nporpamy MapReduce HamucaHy Ha MOBI
rporpaMyBaHHs Java, 1[0 po3paxoBy€ cepefHe 3HaueHHsA 00’eMy TopriB gy 3-X
BaJIFOTHUX T1ap.

3a3Buuaii mporpama MapReduce nnasi Hadoop MiCTUTS 1110 HaliMeHIlle HaCTYIIHi
KOMITOHEHTH:

* Peanizaris pa3u Map;

* Peanizaris asu Reduce;

* Peanizatjisi kogy Driver, 1110 onucye 3afauy MapReduce nnsi Hadoop.

IToaTKOBUMHM KOMIIOHEHTaMH MOXKYTb OyTH peasisaiiii Combiner, Partitioner,

TOLIIO.

Hwkue HaBeseHa peanisaljis Map, Reduce Ta Driver onmcaHoi Tporpamu
MapReduce nva mogi Java (puc. 2.10-2.12).
<Object, Text, Text, MarketAverage>{

( key, value, Context context)

csvLine = value.toString();

[1 csvField = csvlLine.split(",");
context.write(MARKET_KEY1, MarketAverage( .parseDouble(csvField[6])
context.write(MARKET_KEY2, MarketAverage ( .parseDouble(csvField[13]
context.write(MARKET_KEY3, MarketAverage ( .parseDouble(csvField[20]

}

Puc. 2.10. Peanizariis da3u Map.



<Text, MarketAverage, Text,

MarketAverage>{

key, Iterable<MarketAverage> values, Context context)

' {

sum=0;
count=0;

( marketAverage: values) {
sum+=(marketAverage.getAverage()*marketAverage.getCount());
count+=marketAverage.getCount();

}

context.write(key, MarketAverage(sum/count, count));

}
¥

Puc. 2.11. Peani3ariis pa3u Reduce.

. args)

conf = Configuration();
[1 otherArgs = GenericOptionsParser(conf, args).getRemainingArgs();
(otherArgs.length != 3) {
.err.println("Usage: AverageCount <hdfs://> <in> <out>");
.exit(2);
}

FileSystem hdfs=FileSystem.get( URI(args[0]), conf);
resultFolder= Path(args[2]);
(hdfs.exists(resultFolder))
hdfs.delete(resultFolder, );

job = .getInstance(conf, "Market Average Count");
job.setJarByClass ( . )
job.setMapperClass( .
job.setCombinerClass(
job.setReducerClass(
job.setOutputKeyClass( . )
job.setOutputValueClass(

( i =1; i < otherArgs.length - 1; i++) {
FileInputFormat.addInputPath(job, Path(otherArgs[i]));

}
FileOutputFormat. setOutputPath(job, Path(otherArgs[ (otherArgs.length - 1)1));

finishState = job.waitForCompletion( )
.out.println("Job Running Time: " + (job.getFinishTime() - job.getStartTime()));

.exit(finishState ? 0 : 1);

Puc. 2.12. Peanizatiisi Driver, 11j0 onucye 3ajady Ayt MapReduce ansi Hadoop.
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Kowmmisisiiito mporpaMu Mo)kKHa BUKOHYBATH JIOKa/IbHO ab0 3aBaHTa)KUBIIIN KOJI

Ha Knactep Hadoop. Po3srnsiHeMo NpWKIa[ KOMIIVIALD Ha K/jacTepi, [/s LbOro

T AKJIFOUITBCA 10 TOJIOBHOTO BY3J/1a KiacTepy uepe3 SSH. Afpeca By3/a HaBeJeHa y
Tabmmii 2.1.

1. hduser@hadoop-master:~/HadoopMarketAverage$ javac -cp
/usr/local/hadoop/share/hadoop/common/hadoop-common-2.7.3.jar:/usr/local/hadoop/share/
hadoop/mapreduce/hadoop-mapreduce-client-core-2.7.3.jar:/usr/local/hadoop/share/hadoop/
common/1lib/commons-cli-1.2.jar -d bin/ src/AverageCount.java

2. hduser@hadoop-master:~/HadoopMarketAverage$ jar cvf HadoopMarketAverage.jar -C bin/ .
added manifest
adding: AverageCount$AverageCountReducer.class(in = 1720) (out= 744)(deflated 56%)
adding: AverageCount$MarketAverage.class(in = 1366) (out= 728)(deflated 46%)
adding: AverageCount.class(in = 3115) (out= 1576)(deflated 49%)
adding: AverageCount$AverageCountMapper.class(in = 1693) (out= 702)(deflated 58%)

[Iporpama Ma€ HaCTyIIHI apryMeHTH:
 <hdfs://namenode-ip> — afpeca rosoBHoro By3na HDFS;
e <in> — BxigHul daiin;

* <out> — BUXiJJHA AUPEKTOPIiA [AJisl pe3y/ibTary.

[IJo6 3amycTuTy TIporpamy, HeoOXiJHO Ha rOJIOBHOMY BYy3ii Kiactepy Hadoop
BUKOHATH HACTYITHY KOMaHAY:

1. hduser@hadoop-master:~$ hadoop jar ~/HadoopMarketAverage/HadoopMarketAverage.jar
AverageCount hdfs://hadoop-master:54310 market/EURUSD_GBP_CHF.csv
results/marketAverage

Bugiz 6yae HaCTyHUIA:

19/10/06 17:24:47 INFO client.RMProxy: Connecting to ResourceManager at hadoop-
master /192.168.11.200:8032

19/10/06 17:24:48 INFO input.FileInputFormat: Total input paths to process : 1
19/10/06 17:24:48 INFO mapreduce.JobSubmitter: number of splits:3

19/10/06 17:24:49 INFO mapreduce.JobSubmitter: Submitting tokens for job:
job_1570371609249_0003

19/10/06 17:24:49 INFO impl.YarnClientImpl: Submitted application
application_1570371609249_0003

19/10/06 17:24:49 INFO mapreduce.Job: The url to track the job: http:// hadoop-
master:8088/proxy/application_1570371609249 0003/

19/10/06 17:24:49 INFO mapreduce.Job: Running job: job_1570371609249_0003
19/10/06 17:24:55 INFO mapreduce.Job: Job job_1570371609249_0003 running in uber
mode : false

19/10/06 17:24:55 INFO mapreduce.Job: map 0% reduce 0%

19/10/06 17:25:06 INFO mapreduce.Job: map 13% reduce 0%

19/10/06 17:25:08 INFO mapreduce.Job: map 70% reduce 0%

19/10/06 17:25:09 INFO mapreduce.Job: map 95% reduce 0%

19/10/06 17:25:10 INFO mapreduce.Job: map 100% reduce 0%

19/10/06 17:25:12 INFO mapreduce.Job: map 100% reduce 8%

19/10/06 17:25:13 INFO mapreduce.Job: map 100% reduce 21%



19/10/06 17:25:14 INFO mapreduce.Job: map 100% reduce 33%
19/10/06 17:25:15 INFO mapreduce.Job: map 100% reduce 67%
19/10/06 17:25:16 INFO mapreduce.Job: map 100% reduce 88%
19/10/06 17:25:17 INFO mapreduce.Job: map 100% reduce 100%
19/10/06 17:25:18 INFO mapreduce.Job: Job job_1570371609249_0003 completed
successfully
19/10/06 17:25:18 INFO mapreduce.Job: Counters: 50
File System Counters
FILE: Number of bytes read=915
FILE: Number of bytes written=839061
FILE: Number of read operations=0
FILE: Number of large read operations=0
FILE: Number of write operations=0
HDFS: Number of bytes read=285874588
HDFS: Number of bytes written=79
HDFS: Number of read operations=21
HDFS: Number of large read operations=0
HDFS: Number of write operations=8
Job Counters
Killed map tasks=1
Launched map tasks=3
Launched reduce tasks=4
Data-local map tasks=3
Total time spent by all maps in occupied slots (ms)=94250
Total time spent by all reduces in occupied slots (ms)=79394
Total time spent by all map tasks (ms)=47125
Total time spent by all reduce tasks (ms)=39697
Total vcore-milliseconds taken by all map tasks=47125
Total vcore-milliseconds taken by all reduce tasks=39697
Total megabyte-milliseconds taken by all map tasks=96512000
Total megabyte-milliseconds taken by all reduce tasks=81299456
Map-Reduce Framework
Map input records=2000000
Map output records=6000000
Map output bytes=114000000
Map output materialized bytes=387
Input split bytes=387
Combine input records=6000000
Combine output records=15
Reduce input groups=3
Reduce shuffle bytes=387
Reduce input records=15
Reduce output records=3
Spilled Records=42
Shuffled Maps =12
Failed Shuffles=0
Merged Map outputs=12
GC time elapsed (ms)=737
CPU time spent (ms)=35230
Physical memory (bytes) snapshot=2240106496
Virtual memory (bytes) snapshot=27811844096
Total committed heap usage (bytes)=2287468544
Shuffle Errors
BAD_ID=0
CONNECTION=0
I0_ERROR=0
WRONG_LENGTH=0
WRONG_MAP=0
WRONG_REDUCE=0
File Input Format Counters
Bytes Read=285874201
File Output Format Counters
Bytes Written=79
Job Running Time: 29807
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o6 mepernsitHyTA pe3ynbTaT pobOoTH Tiporpamu 36epexxenuit y HDFS

BUKOHalTe HAaCTYIHY KOMaH/[y:

il

hduser@hadoop-master:~$ hdfs dfs -cat /user/hduser/results/marketAverage/*
EURCHF 8.873911 (2000000)
EURGBP 5.2978175 (2000000)
EURUSD 6.823027 (2000000)

Tabmuiig 2.1. TlapameTpu KiacTepy.

ITapametp 3HaYeHHsA
1. Appeca rojsioBHOro By3/1a 77.47.193.172
2. ITopt SSH 227
3. Jlorin hduser
4. [Taposs #Tc4j81P

[Ticng OigKIOYeHHsT [0 TOJOBHOTO By3/7a BU MOTpanuTe [0 [JAOMAllHbOrO

KaTasiory KopucTyBaya.

* Y pupekrtopii Labs cTBOpiTh BracHy [JUpeKTOpil0  (HarpuK/Iaj
<LabX_TIlpi3Buie_IM’ss>) Ta 3aBaHTaXkTe 10 Hel CBOKO TIPOrpamy;

* 3a HeoOXiZHOCTI CKOMIIi/TIFOlTE pOTrpamy;

* Pesynbrar BUKOHAHHS rporpamMmu 30epiraiite y HDFS —
/user/hduser/results/<cBosi JupeKTOpisi>.

 [licnsa 3aBepiieHHsT pPoOOTHM BU MOXeTe BHJAMUTU CBOI JUPEKTOpPil y

AoMallHboMy Katasiosi Ta HDFS.

s _pobomu i3 SSH modiceme gukopucmosgygamu _mdki_npoepamu, sk _Putty,

WinSCP, mouwo.
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IMPAKTUYHE 3ABJAHHSA
1. Po3pobutu miporpamy MapReduce pans knacrepy Hadoop Ha MOBI
nporpamyBaHHs Java abo 3a pgoromororo Hadoop Streaming API, mo Oyze
006pobsisaTH BXiTHUI Habip JaHUX (y MpeKTopii HDFS —
/user/hduser/market/EURUSD_GBP_CHF.csv) 3rigHo BapiaHTy (AuB. TabauIls
BapiaHTIB);
2. 3aBaHTaXUTU Ta 3allyCTUTHA pO3poOsieHy Tporpamy Ha kiactepi Hadoop
(ampeca ronoBHOrO By3/a y Tabu. 1). [Iis migK/IroueHHsT BUKOPUCTOBYMTe SSH.
3. TlepeBipuTu KOpeKTHICTb po60TH po3pobseHoi mporpamu. [IpokomMeHTylTe

BUBIi Hadoop micsis 3aBeplilieHHs POTrpaMH.

CIIMCOK KOHTPOJ/IbHUX ITUTAHDb

$IKi 0CHOBHiI KOMIIOHEHTU Mac€ Kactep Hadoop, falite ix BU3HaueHHs?

s yoro BukopucroByetbcss HDFS?

st yoro BUKOpUCTOBYEThC YARN?

HasBiTh 0cHOBHI KOMnoHeHTU HDF'S?

HasBitb 0CHOBHI KOMIIOHeHTU YARN?

Ha3BiTb ro/iOBHi TiepeBarn y BUKOPHMCTAHHI IPOTrpaMHOr0 3abe3redeHHs
Hadoop?

SIki 3acobu MoHiTopuHry Kiactepy Hadoop?

$IKi OCHOBHi KOMIIOHEHTH Ma€ MiCcTUTH Tiporpama MapReduce nnsi Hadoop?
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JIABOPATOPHA POBOTA Ne3
OCHOBHI ITOHATTA APACHE PIG

MeTa po6oTH Ta 0OCHOBHe 3aB/JaHHSI POOOTH: 03HAOMUTUCS i3 MPOrpPaMHUM
3abe3reueHHsIM BUCOKOTO piBHs [/ BUKOHAHHS DO3MOAiIeHUX O00uYMC/ieHb Ha
kiactepi Hadoop. O3HallOMUTHCS i3 MOBOK NpOrpaMmyBaHHsS BHCOKOro piBHSI Pig
Latin. HaBuuTucst po3po0siATH Ta 3arycKaTy rporpaMmy/ckpunt Pig Latin Ha kiacrtepi

Hadoop.

OCHOBHI TEOPETNYHI BIIOMOCTI

Apache Pig — ne mnar@opma BHCOKOTO PiBHSI [/l CTBOPEHHs IIporpam, sKi
nipaiforoTh Ha Apache Hadoop. Moga 1ii€i ninardopmu HasuBaeTbcsi Pig Latin. BoHa
N03BoJIsiE abcTparyBaTHCs BiJ, mporpamMHoi Mojieni MapReduce i 3amicTb I[bOTO
OMMCYBaTH TPUKIAJHY 3ajady y BUIVIALI HoTauid. B pesynbrati mnporpamu
MapReduce po3pobiisitoTbCsl Ha Oifblll BUCOKOMY piBHi. BukopucTaHHs HoOTalliii y
Pig Latin pobuth #oro moaibnum go SQL ans pensiifiiHUX CHUCTEM YTIpaBJliHHS
0azamu JaHUX.

Apache Pig Tako)X MICTUTb TIpOrpaMHi KOMITOHEHTH, II[0 [I03BOJISIIOTh
BUKOHYBaTH Tiporpamu Pig Latin Ta koHBepTyBatu ix y MapReduce, 110 pobuts ii
3PYYHOIO /I/Is1 aHa/Ii3y BeJIMKUX HabopiB aHuUX.

Pig Latin, siKa Ma€ Taki KJItOUOBi B/1IaCTUBOCTI:

* IIpocToTa mnporpamyBaHHS — CK/aJHiI 3ajayl OIKCYIOTbCA Y BUIVIAAL

MOC/TiIOBHUX OTepalliid, 11]0 MoJIerIIye po3pobKy Ta PO3yMiHHSI.

* MoxnuBOCTI onTuMi3allii — ¢opmar omucy 3aBAaHb [J03BOJSIE CUCTEMI

ONTUMI3yBaTh IX BHUKOHAaHHS aBTOMAaTUYHO, [JO3BOJISIFOUM KOPUCTyBaueBi

30CepeIUTUCh Ha CeMaHTUL]i, a He Ha e()eKTUBHOCTI.

 Po3mmproBaHiCTh — PO3POOHUKM MOXKYThb CTBOPIOBATH BiAacCHiI (YHKIIl s

00po0OKH.
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CrnpomieHa apxiTektypa miardopmu Apache Pig noka3aHa Ha puc. 3.1.

CkpunT Pig Latin

< Apache
(Grunt Shell] [Pig Serverj PIG

e N

Parser
4

<

~

P
\Optlmlzerj

s )
Compiler
. J

( Execution Engine )

J’ Apache
HADOOP

MapReduce
| HDFs |

Puc. 3.1. Apxitekrypa Apache Pig.

Ins npuknany Oyze po3risiHyTa IMporpama HarvcaHa Ha MoBi Pig Latin, 110
pO3paxoBye cepefHe 3HaueHHs 00’eMy TopriB. JleTanpbHUM OMUC 3afiaui Ta Habopy

[JAHUX MPYBEJeHNH y KOMIT FOTePHOMY MPAaKTUKyMmi Ne2.



11.

12.

. eurchf_volume_avg

forex_history = LOAD
'hdfs://hadoop-master:54310/user/hduser/market/EURUSD_GBP_CHF.csv' USING
PigStorage(',') as (eurusd_date:chararray, eurusd_time:chararray,
eurusd_open:float, eurusd_max:float, eurusd_min:float, eurusd_close:float,
eurusd_volume:float, eurgbp_date:chararray, eurgbp_time:chararray,
eurgbp_open:float, eurgbp_max:float, eurgbp_min:float, eurgbp_close:float,
eurgbp_volume:float, eurchf_date:chararray, eurchf_time:chararray,
eurchf_open:float, eurchf_max:float, eurchf_min:float, eurchf_close:float,
eurchf_volume:float);

eurusd_data = FOREACH forex_history GENERATE eurusd_date, eurusd_time,
eurusd_open, eurusd_max, eurusd_min, eurusd_close, eurusd_volume;
eurgbp_data = FOREACH forex_history GENERATE eurgbp_date, eurgbp_time,
eurgbp_open, eurgbp_max, eurgbp_min, eurgbp_close, eurgbp_volume;
eurchf_data = FOREACH forex_history GENERATE eurchf_date, eurchf_time,
eurchf_open, eurchf_max, eurchf_min, eurchf_close, eurchf_volume;

eurusd_group = GROUP eurusd_data All;
eurgbp_group = GROUP eurgbp_data All;
eurchf_group = GROUP eurchf_data All;

eurusd_volume_avg
eurgbp_volume_avg

FOREACH eurusd_group GENERATE AVG(eurusd_data.eurusd_volume);
FOREACH eurgbp_group GENERATE AVG(eurgbp_data.eurgbp_volume);
FOREACH eurchf_group GENERATE AVG(eurchf_data.eurchf_volume);

result = UNION eurusd_volume_avg, eurgbp_volume_avg, eurchf_volume_avg;

STORE result INTO
'hdfs://hadoop-master:54310/user/hduser/results/marketAverageLab3' USING
PigStorage (',"');
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[Tporpama 3umuTye BXifgHUM Habip JaHUX i3 po3mnogisieHoi daiioBoi cucTeMu 3a

nomnomoroto ¢yHkKiii LOAD Ta po3ainse voro Ha noss uepe3 PigStorage(',')

Hani 3a pgonomorow ¢yHkii FOREACH pis KOXXHOTO ejieMeHTa/psiika

BUIJISIFOTHCS 110J15, L0 BiATIOBiAatOTh OKpeMUM Ba/lrOTHUM TapaM — GENERATE

106 oburcnuTu cepesHe [yisi 06°€My TOPTiB, CrIOYaTKy 3rPyMyeMO BCi [iaHi B

cninbHUM Kmod All pyskriero GROUP.

B kiHii obuncmoemo cepenre 3a goromoror ¢yHKIT AVG Ta 00’€gHyeMO

pe3y/bTaTH JJisl TPbOX Ba/IFOTHUM MMap B 0CTaToyHuM pe3ynabTaT — UNION.

[1]o6 36epertu pe3ynbrar Ao HDFS BukoprctoByemo ¢yHKIito STORE.

[IJo6 3arycTuty Tiporpamy, HeoOXiHO Ha TOJIOBHOMY By3/i Kinactepy Hadoop

BUKOHATHU HACTYIIHY KOMdHAY:

il

hduser@hadoop-master:~$ pig -x mapreduce script_lab3.pig
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BugBiz matruMe rioz1iOHUM BUTTIS;

19/10/25 20:53:17 INFO pig.ExecTypeProvider: Picked MAPREDUCE as the ExecType

2019-10-25 20:53:17,453 [main] INFO org.apache.pig.Main - Apache Pig version
0.17.0 (r1797386) compiled Jun 02 2017, 15:41:58

2019-10-25 20:53:17,453 [main] INFO org.apache.pig.Main - Logging error messages
to: /usr/local/pig/pig_1572025997451. log

2019-10-25 20:53:18,162 [main] INFO org.apache.pig.impl.util.Utils - Default
bootup file /home/hduser/.pigbootup not found

2019-10-25 20:53:18,257 [main] INFO
org.apache.hadoop.conf.Configuration.deprecation - mapred.job.tracker is
deprecated. Instead, use mapreduce.jobtracker.address

2019-10-25 20:53:18,257 [main] INFO
org.apache.pig.backend.hadoop.executionengine.HExecutionEngine - Connecting to
hadoop file system at: hdfs://US64-M1:54310

2019-10-25 20:53:18,724 [main] INFO org.apache.pig.PigServer - Pig Script ID for
the session: PIG-script_lab3.pig-5209cleb-3c4a-456f-al29-cc04a8eebdes

2019-10-25 20:53:18,724 [main] WARN org.apache.pig.PigServer - ATS is disabled
since yarn.timeline-service.enabled set to false

2019-10-25 20:53:19,610 [main] INFO
org.apache.hadoop.conf.Configuration.deprecation -
mapred.textoutputformat.separator is deprecated. Instead, use
mapreduce.output.textoutputformat.separator

2019-10-25 20:53:19,636 [main] INFO org.apache.pig.tools.pigstats.ScriptState -
Pig features used in the script: GROUP_BY, UNION

2019-10-25 20:53:19,670 [main] INFO org.apache.pig.data.SchemaTupleBackend - Key
[pig.schematuple] was not set... will not generate code.

2019-10-25 20:53:19,697 [main] INFO

org.apache.pig.newplan. logical.optimizer.LogicalPlanOptimizer -
{RULES_ENABLED=[AddForEach, ColumnMapKeyPrune, ConstantCalculator,
GroupByConstParallelSetter, LimitOptimizer, LoadTypeCastInserter, MergeFilter,
MergeForEach, NestedLimitOptimizer, PartitionFilterOptimizer,
PredicatePushdownOptimizer, PushDownForEachFlatten, PushUpFilter, SplitFilter,
StreamTypeCastInserter]}

2019-10-25 20:53:19,768 [main] INFO
org.apache.pig.impl.util.SpillableMemoryManager - Selected heap (PS 0ld Gen) of
size 699400192 to monitor. collectionUsageThreshold = 489580128, usageThreshold =
489580128

2019-10-25 20:53:19,906 [main] INFO
org.apache.pig.backend.hadoop.executionengine.mapReducelLayer .MRCompiler - File
concatenation threshold: 100 optimistic? false

2019-10-25 20:53:19,929 [main] INFO
org.apache.pig.backend.hadoop.executionengine.util.CombinerOptimizeruUtil - Choosing
to move algebraic foreach to combiner

2019-10-25 20:53:19,970 [main] INFO
org.apache.pig.backend.hadoop.executionengine.util.CombinerOptimizeruUtil - Choosing
to move algebraic foreach to combiner

2019-10-25 20:53:19,972 [main] INFO
org.apache.pig.backend.hadoop.executionengine.util.CombinerOptimizeruUtil - Choosing
to move algebraic foreach to combiner

2019-10-25 20:53:19,993 [main] INFO
org.apache.pig.backend.hadoop.executionengine.mapReducelLayer.MultiQueryOptimizer -
MR plan size before optimization: 5

2019-10-25 20:53:19,995 [main] INFO
org.apache.pig.backend.hadoop.executionengine.mapReducelLayer .MultiQueryOptimizer -
Merged MR job 149 into MR job 146

2019-10-25 20:53:19,995 [main] INFO
org.apache.pig.backend.hadoop.executionengine.mapReducelLayer .MultiQueryOptimizer -
Merged MR job 151 into MR job 146
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2019-10-25 20:54:36,639 [main] INFO
org.apache.pig.backend.hadoop.executionengine.mapReducelLayer .MapReducelLauncher -
100% complete

2019-10-25 20:54:36,710 [main] INFO
org.apache.pig.tools.pigstats.mapreduce.SimplePigStats - Script Statistics:

HadoopVersion PigVersion UserId StartedAt FinishedAt Features
2.7.3 0.17.0 hduser 2019-10-25 20:53:20 2019-10-25 20:54:36
GROUP_BY, UNION

Success!

Job Stats (time in seconds):

JobId Maps Reduces MaxMapTime MinMapTime AvgMapTime
MedianMapTime  MaxReduceTime  MinReduceTime  AvgReduceTime  MedianReducetime
Alias Feature Outputs
job_1572025593211_ 0001 8 1 40 23 36 38 16 16
16 16

eurchf_data, eurchf_group, eurchf_volume_avg, eurgbp_data, eurgbp_group, eurgbp_volume_a
vg, eurusd_data, eurusd_group, eurusd_volume_avg, forex_history MULTI_QUERY,COMBINER
job_1572025593211_0002 3 0 3 3 3 3 0 00

0 result MAP_ONLY
hdfs://hadoop-master:54310/user/hduser/results/marketAveragelLabs,

Input(s):
Successfully read 2000000 records (285875374 bytes) from: "hdfs://hadoop-
master:54310/user/hduser/market/EURUSD_GBP_CHF.csv"

Output(s):
Successfully stored 3 records (28 bytes) in:
"hdfs://hadoop-master:54310/user/hduser/results/marketAverageLab3"

Counters:

Total records written : 3

Total bytes written : 28

Spillable Memory Manager spill count : 0
Total bags proactively spilled: ©

Total records proactively spilled: 0

Job DAG:
job_1572025593211_60001 -> job_1572025593211_0002,
job_1572025593211_0002

2019-10-25 20:54:36,713 [main] INFO org.apache.hadoop.yarn.client.RMProxy -
Connecting to ResourceManager at US64-M1/192.168.11.200:8032

2019-10-25 20:54:36,717 [main] INFO org.apache.hadoop.mapred.ClientServiceDelegate
- Application state is completed. FinalApplicationStatus=SUCCEEDED. Redirecting to
job history server

2019-10-25 20:54:36,891 [main] INFO org.apache.hadoop.mapred.ClientServiceDelegate
- Application state is completed. FinalApplicationStatus=SUCCEEDED. Redirecting to
job history server

2019-10-25 20:54:36,917 [main] INFO org.apache.hadoop.yarn.client.RMProxy -
Connecting to ResourceManager at US64-M1/192.168.11.200:8032

2019-10-25 20:54:36,921 [main] INFO org.apache.hadoop.mapred.ClientServiceDelegate
- Application state is completed. FinalApplicationStatus=SUCCEEDED. Redirecting to
job history server

2019-10-25 20:54:36,948 [main] INFO
org.apache.pig.backend.hadoop.executionengine.mapReducelLayer .MapReducelLauncher -
Success!

2019-10-25 20:54:36,972 [main] INFO org.apache.pig.Main - Pig script completed in
1 minute, 19 seconds and 780 milliseconds (79780 ms)
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[ITo6 mnepernissHyTH pe3ynbTaT pobotu Tmporpamu 36epexkenuit 'y HDFS
BHKOHAaWTe HACTYITHY KOMaHJY:

1. hduser@hadoop-master:~$ hdfs dfs -cat /user/hduser/results/marketAveragelLab3/*
6.823027
5.2978175
8.873911

ITPAKTNYHE 3ABJAHHSA
1. Po3pobutu miporpamMy Ha MOBi miporpamyBaHHs Pig Latin pansi Kiactepy
Hadoop, mijo Oyme o0pobGnsiti Bxigawii Habip manmx (y gupektopii HDFS —
/user/hduser/market/EURUSD_GBP_CHF.csv) 3rigHo BapiaHty (AuB. TaOauIs
BapiaHTIB);
2. 3aBaHT@KUTU Ta 3allyCTUTU PO3po0JieHy Tporpamy Ha Kiactepi Hadoop
(ampeca ronoBHOro By3/a y Tabu. 2.1). ns migkroueHHs] BUKOpUCTOByHTe SSH;

3. IlepeBipyTH KOPeKTHICTh poO0TH PO3p0b/IeHOl TIporpamu.

CIIMCOK KOHTPOJIBHUX ITUTAHb
Haiite Bu3HaueHHs1 Apache Pig?
[ns yoro BukopucToByeThcst Apache Pig?
SIKi nmepeBiru mae BukopucTtanHs Apache Pig?

HassiTtsk k/1rouoBi BiactuBocTi Pig Latin?
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JIABOPATOPHA POBOTA Ne4
OCHOBHI ITOHATTA APACHE HIVE

Meta po60TH Ta OCHOBHe 3aBJJaHHA POOOTH: 03HAMOMHUTHCS i3 TTPOrPaMHUM
3a0e3rneueHHsM BHCOKOTO piBHSI [I/I1 BUKOHAHHS PO3MOJieHUX o0urcieHb Ha
kinactepi Hadoop. O3HaiiomuTHCcs i3 3acobamu Apache Hive ta moBowo HiveQL.
HaBuutrcsi po3pobnsity Ta BUKOHYBaTH 3anuty HiveQL Ha knactepi Hadoop.

OCHOBHI TEOPETNYHI BIIOMOCTI

Apache Hive — 11e iHbPpacTpyKTypa CXOBHIIa JaHUX, KA TIOJIETIITY€E pobOTy Ta
YTIPAB/TiHHS BeJTMKUMHM HabOopaMu [JaHUX, II[0 3HaXOAMTHCS B PO3MOZiNeHiN cucteMi
30epiranHs gaHuX. Hive 6a3yerbcs Ha Hadoop Ta po3po0sieHWi KOMITaHi€0
Facebook. Hive no3BoJisie BUKOHYBaTH 3allUTU JIaHUX 3a Joromoro SQL-mopaibHol
MOBH I1ij Ha3Boro HiveQL.

BHyTpillIHBO KOMMIIATOP IlepeTBOpro€ oreparopu HiveQL B 3aBAaHHs
MapReduce, siki noTiM niepeiatoThCsi A0 Kaactepy Hadoop Ha BUKOHaHHSI.

Hive nyxe cxo)Kuil Ha TpagMiiiiiHy 06a3y [JaHUX 3 JJOCTYIIOM 3a JIOTIOMOTOIO
SQL. Opnak, ockifibku Hive 6a3yethcsi Ha omeparjisix Hadoop Ta MapReduce, €
Ki/lbKa K/TFOUOBUX BiJIMiHHOCTEM:

* Ockinbku Hadoop mipy3HaueHUM [ TPUBAIUX TOC/TiJOBHUX CKaHyBaHb, a

Hive 6a3yeTbcst Ha Hadoop, MokHa OUiKyBaTH, III0 3alUTH MaTUMYTh BeJIUKUAN

yac 3arpuMku. lle o3Hauae, 1m0 Hive He NiAXOAWUTb [Jid [porpaM, sKi

noTpeOyOTh Jy)Ke IIBUAKOTO 4Yacy BiATyKy, SIKUM MOXHa OUiKyBaTH IIpU

BHUKOPHCTaHHI TpafuIiiiHNX 6a3 gaHux RDBMS,;

* Hive nip¥3HaueHW AJ1s1 Oriepaliid UATaHHI i TOMy BiH He ONTUMi30BaHUM [J151

00po0OKY TpaH3akKllili, sIKi MarOTh BUCOKMM Bi/ICOTOK orepalliii 3amucy.

Yomy Hive 3aCTOCOBYIOTh 3aMicThb Pig?

Hive-QL — 11e mekyiapaTBHa MOBa TofiioHa 1o SQL, PigLatin — MoBa TIOTOKY
JIaHUX.

* Pig: cepemoBuille AJI JOCTiPKeHHS Jy’>Ke BeJTMKUX HaOOpiB [JaHuX;

* Hive: po3riozjiieHe CXOBHLLe JaHUX.
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CnponieHa apxiTekrypa miargopmu Apache Hive roka3aHa Ha puc. 4.1.

. JDBC/ODBC KnieHm
Thrift S R
rift Server - Apac he HIVE
(Hive 3e6 UD (Hive S_erver) L CLI J
= Cepsicu

/Hive Driver B Apache HIVE

[ Parser J [ Plannerj

[Execution] [Optimizerj \S

y Metastore

MapReduce, Apache
s ) HADOOP

Puc. 4.1. Apxitektypa Apache Hive.

Ons npuknany Oyfe pO3MISHYTHM 3aluT HamucaHuid Ha MoBi HiveQL, 1110

ZI03BOJISIE OTPUMATU CepeAHE 3HaueHHs 06’ eMy TOpriB /s 2-X map.
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Ins mouaTKy pobotu i3 Hive HeobOXifHO i3 /OMaIlHbOTO KaTajory 3aMTh y

Hive command line interface — CLI.

il

hduser@hadoop-master:~$ hive
SLF4J: Class path contains multiple SLF4J bindings.

hive>

Hani y Hive CLI mumemo 3anuT, 1j00 OTpUMaTH CepefHE 3HaueHHs 00’eMy

TOPI1B.

il

hive> SELECT avg(eurusd_volume), avg(eurgbp_volume)
> FROM market.forex;

[Ticns onpawoBaHHsa 3anuTy y Hive, OTpUMaeMO HACTYNMHUK BUBIif i3

3HaueHHSIM CepeJHLOTr0 00’€MY TOPTiB.

Query ID = hduser_20191109161600_ec9403d2-95d1-4763-94c0-8f23f9d233f1
Total jobs =1
Launching Job 1 out of 1
Number of reduce tasks determined at compile time: 1
In order to change the average load for a reducer (in bytes):
set hive.exec.reducers.bytes.per.reducer=<number>
In order to limit the maximum number of reducers:
set hive.exec.reducers.max=<number>
In order to set a constant number of reducers:
set mapreduce.job.reduces=<number>

Starting Job = job_1572808850918_0323, Tracking URL =
http://hadoop-master:8088/proxy/application_1572808850918_0323/

Kill Command = /usr/local/hadoop/bin/hadoop job -kill job_1572808850918_0323
Hadoop job information for Stage-1: number of mappers: 2; number of reducers: 1
2019-11-09 16:16:27,830 Stage-1 map = 0%, reduce = 0%

2019-11-09 16:16:42,001 Stage-1 map = 50%, reduce = 0%, Cumulative CPU 5.58 sec
2019-11-09 16:16:45,203 Stage-1 map = 67%, reduce = 0%, Cumulative CPU 14.44 sec
2019-11-09 16:16:46,262 Stage-1 map = 100%, reduce = 0%, Cumulative CPU 16.01 sec

2019-11-09 16:16:56,757 Stage-1 map = 100%, reduce 100%, Cumulative CPU 20.86
sec

MapReduce Total cumulative CPU time: 20 seconds 860 msec
Ended Job = job_1572808850918_0323
MapReduce Jobs Launched:

Stage-Stage-1: Map: 2 Reduce: 1 Cumulative CPU: 20.86 sec HDFS Read: 285892624
HDFS Write: 118 SUCCESS

Total MapReduce CPU Time Spent: 20 seconds 860 msec
OK
6.823027 5.2978175

Time taken: 57.438 seconds, Fetched: 1 row(s)
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dopmar Tabnuii market.forex nipuBeieHUI HIKUe.

1. hive> describe market.forex;

OK

eurusd_date string
eurusd_time string
eurusd_open float
eurusd_max float
eurusd_min float
eurusd_close float
eurusd_volume float
eurgbp_date string
eurgbp_time string
eurgbp_open float
eurgbp_max float
eurgbp_min float
eurgbp_close float
eurgbp_volume float
eurchf_date string
eurchf_time string
eurchf_open float
eurchf_max float
eurchf_min float
eurchf_close float
eurchf_volume float

Time taken: 7.372 seconds, Fetched: 21 row(s)

IMTPAKTNYHE 3ABJAHHSA
1. CrBoputH 3arut Ha MoBi HiveQL, 1o Gyne obpobnstu mani (y Tabmmii
market.forex abo market.forex_shift) srinHo BapiaHTy (AuB. TaO/MLs BapiaHTiB);
2. IlepeBipUTHM KOPEKTHICTb BUKOHAHHSI CTBOpeHOro 3anuty HiveQL Ha
kinactepi Hadoop (agpeca ronoBHOTO By3ia y Tabna. 1). [Ins  migKIrOUeHHs

BUKOpPUCTOBYUTE SSH.

CIIMCOK KOHTPOJIBHUX ITUTAHb
Hatite Bu3HaueHHs Apache Hive?
SIKuii yMHOM BUKOHYEThCS1 00poOKa JlaHux y Hive?
B uomy pisnuug mixk Apache Pig Ta Apache Hive?

SIKi mepeBiru Ta Hefjo/iku Mae Apache Hive?
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JIABOPATOPHA POBOTA Ne5
JAUCIIETUYEP APACHE OOZIE

MeTta po60TH Ta OCHOBHe 3aBJaHHA PO0OTH: 03HAOMUTUCS i3 AUCTIETUEPOM
pobiT asst iatrdopmu Hadoop. O3HatiomuTucs i3 gucrieTyepom pooOiT Apache Oozie.
HaBuuTrCcsi CTBOpIOBaTH TMPOCTUM MOTiK pobiT ansg  Kiactepy  Hadoop,

BUKOPUCTOBYIOUU aucrietuep Apache Oozie.

OCHOBHI TEOPETNYHI BIIOMOCTI

Apache Oozie — pgucrieTuep, IO CTPOIIY€E TPOLieC CTBOPEHHS MOTOKIB POOIT i
KOOp/JWHaIlifo 3aBJaHb. BiH 03B0o/isi€ 00’ €fHYBaTH TIOC/TiJOBHOCTI JEKiTbKOX 3aB/laHb
B OZIHY JIOTiUHy OAMHUILII0 poboTH. 3a moromororo Apache Oozie MOXXHa BUKOHYBaTU
CKMafHi  TepeTBOpeHHS  JaHWX, 00'egHyBaTh  00OpoOKy  pi3HOMaHiTHMX
iHAVBiAyanbHUX 3aBJaHb 1 HaBiTh MiAMOTOKIB pobiT. Lle fgo3Bonsie Kpaiie
KOHTPOJIFOBAaTU BUKOHAHHS CKJ/IaJHUX 3aBJaHb 1 MMOJIErily€e MOBTOPeHHs LIUX 3aBJaHb
i3 3a3panerigp 3ajaHuMu iHTepBasaMu. Ockifibku Qozie iHTerpoBaHUW 3i CTEKOM
Apache Hadoop, BiH mnigTpumye MapReduce, Pig, Hive, Touo. Takox

MiATPUMYIOThCS onepauii (ainoBoi cuctemu HDFS ta Java-ponarku.

BuginstoTe fekiibKa TUIIB 3aBAaHb Qozie:

* Oozie Workflow — npeAiCcTaBAsItOTBCS y BUITISIII OPIEHTOBAHOTO aIfUK/IiUYHOTO
rpady, 1[0 3a/,a€ MOC/IiJOBHICTh BUKOHYBAaHUX [iH;

* Oozie Coordinator — 3azae noTik pobit Oozie, iHillilioBaHMX 3a yacoM abo 3a
HasIBHOCTI [JaHUX;

* QOozie Bundle — n03B0/1si€ OpraHi3oByBaTu rpynu 3aBaanb Oozie.
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TunoBuii 1oTik pobotn Oozie MOXKe CK/IaJaTHUCh i3 By3JIiB ympasiiHHs (Start,

Decision, Fork, Join Ta End) i By3niB gii (MapReduce, Pig, Hive, Java, Shell, Toiio).

[Mpuknag notoky pobotu Oozie HaBeJeHUI Ha puc. 5.1.

Puc. 5.1. Ipuknag motoky pobotu Apache Oozie.

Hwxue npuBefieHo cripoiileHy apxiTeKTypy Apache Oozie (puc. 4.2).

KnieHm
Apache OOZIE

Oozie Engine

Cepsep
(Servlet Container) Apache OOZIE
SQL DB
C ' =N
Apache
HADOOP

\ 4

Puc. 4.2. Apxitektypa Apache Oozie.
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[7nis npukaaay po3misiHeMo poboty Oozie, 110 CK/IaJ@€TbCS 3 OJHOTO 3aB/laHHS
MapReduce i3 koM’ t0TepHOTr0 NMpakTUKyMy Ne2 — po3paxyHOK Cepe/JHbOr0 3HaueHHsI

06’emy Topris. [Iporpama ckoMITi/IbOBaHa Ta 3arakoBaHa y JAR-apXiB.

[IJo6 ommmcaru poboty Oozie HeOOXiAHO CTBOPUTH /Ba (haiimm:
* job.properties — MiCTUTb CUCTE€MHI [TapaMeTpH Ta 3MiHHI KODUCTYBaua;

* workflow.xml — micTuTh OCIJOBHOCTI Aiti B poboti Oozie.

Takoxx HeoOXxigHo ctBoput ¥ HDFS qupekTopito B sAKili Oyze MicTUTHUCDH (haiin
workflow.xml Ta ixmri dhasu HeoOXifHiI 711 BAKOHAHHS pOOOTH.
B maHoMmy mnpuKiaZi AoAaTKoBO Tpeba CTBOPUTH AUPEKTOpil0 lib B fAKy

noTpibHO 3aBaHTaKUTH JAR-apxiB rporpamu MapReduce

BwmicT gaiiny job.properties ajist jaHOTO NPUKIIaly NPUBeIeHAN HIKUE.

nameNode=hdfs://hadoop-master:54310

jobTracker=hadoop-master:8032

workflowRoot=o0ozielLab5Example
oozie.wf.application.path=${nameNode}/user/hduser/results/${workflowRoot}
mapredInput=${nameNode}/user/hduser/market/EURUSD_GBP_CHF.csv
mapredoutput=${nameNode}/user/hduser/results/${workflowRoot}/mapred

ne nameNode Ta jobTracker — appeca ronoBHoro By3na HDFS i YARN
Bi/ITIOBiIHO.
oozie.wf.application.path — 3amae mupektopito HDFS B skili 36epiratoTbcs

¢anu HeoOxizHI A1 BUKOHaHHS poboTu Oozie.
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Bwmict daitny workflow.xml:

<workflow-app xmlns="uri:oozie:workflow:0.1" name="OozielLab5">
<start to="jar-mapreduce"/>

<action name="jar-mapreduce'">
<java>
<job-tracker>${jobTracker}</job-tracker>
<name-node>${nameNode}</name-node>
<configuration>
<property>
<name>oozie. launcher.mapreduce.map.memory.mb</name>
<value>1024</value>
</property>
<property>
<name>oozie. launcher.mapreduce.reduce.memory.mb</name>
<value>1024</value>
</property>
<property>
<name>oozie. launcher.yarn.app.mapreduce.am.resource.mb</name>
<value>1024</value>
</property>
</configuration>
<main-class>AverageCount</main-class>
<arg>${nameNode}</arg>
<arg>${mapredInput}</arg>
<arg>${mapredOutput}</arg>

</java>
<ok to="end"/>
<error to="fail"/>
</action>
<kill name="fail">
<message>Map/Reduce failed, error message</message>
</kill>
<end name="end"/>

</workflow-app>

B maHomMy mpuKia/ii BUKOPHUCTOBYEMO i€ <java>, OCKinbKU po3pobieHa
nporpamMa MapReduce Bxe MicTUTb Kiiac Driver, B SKOMy 3afZlaHO KJacH, 110 OyayThb
peani3zyBatu (a3u Map/Reduce Ta TANU BXiAHUX/BUXiJHUX JAaHUX.

Y Ttery <configuration> 3a/al0TbCsl MapaMeTpu AJsi 3aBAaHHS MapReduce,
HarpuK/az oocsry mam’sati kKoHTeliHepiB Map/Reduce, ApplicationMaster, To1tio.

Ter <main-class> 3afja€ OCHOBHHI KjlaC Hallloi MpOrpamu.

Teru <arg> 3aAar0Th MapaMeTPH 3aryCcKy NporpamMu.
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B pesynbrari orpuMaemo Ba dailinm, 10 onucyroTb pobory Oozie. Hani
HeoOXiHO 3aBaHTaKUTH iX Ta JAR-apxiB riporpamu MapReduce Ha Knactep Hadoop.
[nst 11pboro y AoMalllHbOMY KaTaso3i y aupekTopii Labs CTBOPHOEMO CBOIO

QUpeKTopito, Haripukaz oozieLab5Example i 3aBaHTa)kyeMo /10 Hel daiinm.

1. hduser@hadoop-master:~/Labs/oozielLab5Example$ 1s -1
total 16
-rw-r--r-- 1 hduser hadoop 4710 Dec 17 20:20 HadoopMarketAverage.jar
-rw-r--r-- 1 hduser hadoop 306 Dec 17 20:21 job.properties
-rw-rw-r-- 1 hduser hadoop 1056 Dec 17 20:20 workflow.xml

Hami ctBoptoemo aupekTopito y HDFS Ta 3aBaHTa)kyeMo 10 Hei workflow.xml.

IlojjaTKOBO CTBOPIOEMO AupeKTopito lib i 3aBaHTaxkyeMo 710 Hei JAR-apxiB riporpamu.

1. hduser@hadoop-master:~/Labs/oozielLab5Example$ hdfs dfs -mkdir
/user/hduser/results/oozielLab5Example

2. hduser@hadoop-master:~/Labs/oozieLab5Example$ hdfs dfs -put workflow.xml
/user/hduser/results/oozielLab5Example

3. hduser@hadoop-master:~/Labs/oozieLab5Example$ hdfs dfs -mkdir
/user/hduser/results/oozielLab5Example/lib

4. hduser@hadoop-master:~/Labs/oozielLab5Example$ hdfs dfs -put
HadoopMarketAverage.jar /user/hduser/results/oozielLab5Example/lib

[1106 3amyctutu poboTy O0zie BUKOHYEMO HACTYITHY KOMaH/Y.

1. hduser@hadoop-master:~/Labs/oozieLab5Example$ oozie job -oozie
http://localhost:11000/00zie -config job.properties -run

[MepernisimaeMo pe3ynbTaT IicCasS 3aBepiiieHHS poboty Oozie (AWB. HACTYTHY

CTOPIHKY).

1. hduser@hadoop-master:~/Labs/oozieLab5Example$ hdfs dfs -cat
/user/hduser/results/oozielLab5Example/mapred/*
EURCHF 8.873911 (2000000)
EURGBP 5.2978175 (2000000)
EURUSD 6.823027 (2000000)
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CrnigkyBaTu 3a XOZloM BUKOHaHHS pobotu (Oozie MOXXHa Ha CIieljia/lbLHOMY

pecypci. [ast uporo 3po6ite SSH port forwarding mopta 11000 — Be6 kKoHconbs Oozie

(puc. 4.3) Ta 8088 — Beb cropinka meHemkepy pecypciB YARN (puc. 4.4).

Metto (@) Oozie Web Console

Workflow Jobs | Coordinator Jobs

2 AllJobs Active Jobs Done Jobs

Job Id

0000018-191216202831472-00zie-hado-W
0000017-191216202831472-00zie-hado-W.
0000016-191216202831472-00zie-hado-W
0000015-191216202831472-00zie-hado-W
0000014-191216202831472-00zie-hado-W
0000013-191216202831472-00zie-hado-W
0000012-191216202831472-00zie-hado-W
0000011-191216202831472-00zie-hado-W
0000010-191216202831472-00zie-hado-W
0000009-191216202831472-00zie-hado-W
11 0000008-191216202831472-00zie-hado-W
0000007-191216202831472-00zie-hado-W
0000006-191216202831472-00zie-hado-W

©® N o s wN

0000005-191216202831472-00zie-hado-W.
0000004-191216202831472-00zie-hado-W

>

0000003-191216202831472-00zie-hado-W
0000002-191216202831472-00zie-hado-W
0000001-191216202831472-00zie-hado-W.
0000000-191216202831472-00zie-hado-W
20 0000021-191215144734896-00zie-hado-W
0000020-191215144734896-00zie-hado-W.
0000019-191215144734896-00zie-hado-W.
0000018-191215144734896-00zie-hado-W
0000017-191215144734896-00zie-hado-W

nnnnn1a 101

R14472420R nnzia hadn W
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Page

{8} Oozie Web Console

http://localhost:8088

Bundle Jobs

http://localhost:11000/o:

OO0 Documentation

Oozie Web Console

sl

Custom Filter +

Name

OozieLabs
OozieLab5
OozieLabs
OozieLab5
OozieLab5
OozieLab5
OozieLab5
OozieLab5
OozieLab5
OozieLab5
OozieLab5
OozieLab5
OozieLabs
OozieLabs
OozieLabs
OozieLabs
OozieLabs
OozieLabs
OozieLabs
OozieLab5
OozieLabs
OozieLab5
OozieLabs
OozieLab5

Onsial 2h&

X [l All Applica

Job (Name: OozieLab5/Jobld: 0000018-191216202831472-00zie-hado-W)

Job Info

Job Id:
Name:

App Path:
Run:

Status:

User:

Group:
Parent Coord:
Create Time:
Start Time:
Last Modified:
End Time:

Actions

Action Id

w N oA

B Al Applications

/clustery/:

Job Definition

0000018-191216202831472-00zie-hado-W@:start
0000018-191216202831472-00zie-hado-W@jar-mapred
0000018-191216202831472-00zie-hado-W@end

Job Configuration || Job Log || Job Error Log

0000018-191216202831472-00zie-hado-W
Oozielab5

Job Audit Log

Job DAG

hdfs://had :54310/user/hduser

0
SUCCEEDED

hduser

Tue, 17 Dec 2019 18:35:05 GMT
Tue, 17 Dec 2019 18:35:05 GMT
Tue, 17 Dec 2019 18:35:35 GMT
Tue, 17 Dec 2019 18:35:35 GMT

Name Type

start START.
jar-mapred... java

end END:

Status StartTime
OK
OK

OK

Transition
jar-mapred.

end

Puc. 4.3. Beb kouconb QOozie.

Tue, 17 Dec 2019 18:35:05 G
Tue, 17 Dec 2019 18:35:05 G
Tue, 17 Dec 2019 18:35:35 G

X
3.1]
EndTime
Tue, 17 Dec 2019 18:35:05 G.
Tue, 17 Dec 2019 18:35:35 G.
Tue, 17 Dec 2019 18:35:35 G.
of 42

~ Cluster Cluster Metrics
About Apps Apps Apps
Nodes Submitted = Pending  Running
Node Labels 161 0 0
Applications Scheduler Metrics
NEW SAVING Scheduler Type
SUBMITTED Capacity Scheduler
ACCEPTED
RUNNING
FINISHED
FAILED ID -
KILLED
application_1576438820001_0162
Scheduler
» Tools

application_1576438820001_0161

application_1576438820001_0160

application_1576438820001_0159

application_1576438820001_0158

All Applications

Apps Containers Memory  Memory
Completed Running Used Total
161 0 0B 12 GB

Scheduling Resource Type
[MEMORY, CPU]

Memory VCores  VCores VCores
Reserved Used Total Reserved
0B 0 8 0

Minimum Allocation
<memory:1024, vCores:1>

2

Usei Name s Appl;)zationh Queu? SlartT\mf) F\n\shT\mf)
hduser oozie:launcher:T=java:W=0ozieLab5:A=jar- MAPREDUCE default Tue Dec  Tue Dec
mapreduce:ID=0000018- 17 17
191216202831472-00zie-hado-W 20:35:06  20:35:34
+0200 +0200
2019 2019
hduser SELECT MAPREDUCE default Tue Dec  Tue Dec
SUBSTRING(euru...ING(eurchf_date,1,4) 17 17
(Stage-3) 12:41:01  12:41:50
+0200 +0200
2019 2019
hduser SELECT MAPREDUCE default Tue Dec  Tue Dec
SUBSTRING(euru...ING(eurchf_date,1,4) 17 17
(Stage-2) 12:40:09  12:40:58
+0200 +0200
2019 2019
hduser SELECT MAPREDUCE default Tue Dec  Tue Dec
SUBSTRING(euru...ING(eurchf_date,1,4) 17 17
(Stage-5) 12:39:18  12:40:06
+0200 +0200
2019 2019
hduser SELECT MAPREDUCE default Tue Dec  Tue Dec
SUBSTRING(euru...ING(eurchf_date,1,4) 17 17
(Stane-4) 12:38-27 __12:39-1A

Active  Decommissioned ~ Lost
Nodes Nodes Nodes
0 0
Maximum
<memory:6144, vCores:4>
Searc
State ¢ FinalStatus ¢  Progress
FINISHED SUCCEEDED
FINISHED SUCCEEDED
FINISHED SUCCEEDED
FINISHED SUCCEEDED
FINISHED SUCCEEDED

Pric. 4.4. Beb6 cTopinka MeHemxepy pecypciB YARN.
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ITPAKTUYHE 3ABJAHHSA
1. CrBoputu poboty ansi guctetuepy Apache Oozie, 10 CK/Iafa€eTbCs i3

TIOC/TiIOBHOCTI TPhOX 3aBAaHb: MapReduce (nab. 2), Pig (y1a6. 3) Ta Hive (11a6. 4);

2. 3anyctuty cTBOpeHy poboty Oozie Ha Knactepi Hadoop.

CIIMCOK KOHTPOJIBHUX ITUTAHb
Haiite Bu3HaueHHs1 Apache Oozie?
15 yoro BUKopucToByeThCst Apache Oozie?
SAki TN 3aBaHb A€ MOXKIUBICTL CTBOproBatU Apache Oozie?

[aiiTe BU3HAUEHHS TIOTOKY poboTtu B Oozie?
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TOJATOK 1
HAJIAIIITYBAHHSI JIOKAJTbHOI'O KJIACTEPA HADOOP

B pmaHomy gomatky OyAayTh Tpe/CcTaB/eH/i OCHOBHI KDOKH, SIKi HeoOXiZHO
BUKOHATH [I/Is1 YCHILIIHOTO BCTAHOB/IEHHS Ta Ha/IALUTyBaHHS Kjaactepy Hadoop.

B sikocTi TectoBoi iHdpacTykTypu Oy/si0 CTBOPEHO TpU BipTyasbHi MalllMHU
KVM

1. VI-USHM1,;

2. VI-USHST;

3. VI-USHS2.

11 KO)KHOI BIpTya/ibHOI MallIMHU BU/Ii/IeH] HACTYIIHI peCypcCu:

* Ilpouecop — 4 anpa;

e J[lam’ate — 8 I'b;

e Jluck — 64 I'b.

Ha koxHili BipTyanbHili MailivHi BcatoBieHo Ubuntu Server 18.04.6 LTS

HanaimryBaHHs MepexxeBUX iHTep(eiciB BipTyaJbHUX MalllUH:

1. VI-USHM1 - 192.168.1.230;

2. VI-USHS1 - 192.168.1.231;

3. VI-USHS2 — 192.168.1.232.
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IToniepeaHe Ha/TaIUTYBAHHA CUCTEMH

HacmynHi _kpoku HeobxioHo gukoHamu Ha KOXXHOMY eyani, skuli 6yde

npayreamu y kaacmepi Hadoop.

BcraHoB/1eHHA Java

[Mepen ycim anss pobotu Hadoop HeoOxigHO BcTaHOBUTH Java. B paHomy
BapiaHTi BUKOPUCTOBYBasach Bepcis Java — 1.8.0_111.

Y TepMiHaJii BBOAUMO KOMaH/IU:

1. root@VT-USHM1:~# sudo add-apt-repository ppa:webupd8team/java
2. root@VT-USHM1:~# sudo apt-get update
3. root@vT-USHM1:~# sudo apt-get install oracle-java8-installer

CtBopenHs KopucryBaua Hadoop
[ns 3pyuHocti pobotu i3 Hadoop, y cuctemi HeOOXiIHO CTBOPUTH OKPEMOTO
kopuctyBaua. Ha3oBemo ioro “hduser”

1. root@VT-USHM1:~# sudo addgroup hadoop
2. root@VT-USHM1:~# sudo adduser --ingroup hadoop hduser

HanawmryBanHsa hosts daiity
st B3aemofil Mixk By3samu Kiactepa, Hadoop BUKOPUCTOBY€E JOMEHHI iMeHa.
Tomy /11 MOXXIMBOCTI JJOCTYMY 10 By3/a 0 iMeHi, 3afamo ix y daiini “/etc/hosts”.

# Peparyemo ¢aiin (y TepmiHani BiAKpueTbCH pefakTop)
1. root@VT-USHM1:~# nano /etc/hosts

# NMicna peparysaHHA ¢ain /etc/hosts noBuHeH mMaTu HacTynmHWin 3MicT.
2. root@VT-USHM1:~# cat /etc/hosts

127.0.0.1 localhost

192.168.1.230 VT-USHM1

192.168.1.231 VT-USHS1

192.168.1.232 VT-USHS2

# The following lines are desirable for IPv6 capable hosts
il localhost ip6-localhost ip6-loopback

ffe2::1 ip6-allnodes

ffe2::2 ip6-allrouters
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HanamryBanusa SSH

I171s1 KOppeKTHOI B3aeMO/Iii Bi3/IiB KiacTepy HOOXiIHO BUKOHATH Ha/IaIlITyBaHHS

SSH pocTyrly Ha OCHOBI K/THOUiB.

il .
2

# FeHepyeMO K.oY

root@vT-USHM1:~# su hduser

hduser@VT-USHM1:/root$ ssh-keygen -t rsa -P ""

Generating public/private rsa key pair.

Enter file in which to save the key (/home/hduser/.ssh/id_rsa):
Created directory '/home/hduser/.ssh'.

Your identification has been saved in /home/hduser/.ssh/id_rsa.
Your public key has been saved in /home/hduser/.ssh/id_rsa.pub.
The key fingerprint is:
9b:82:ea:58:b4:e0:35:d7:ff:19:66:a6:ef:ae:0e:d2 hduser@ubuntu
The key's randomart image is:

[...snipp...]

# JofaeMO K4 Yy CMNUCOK aBTOPM30BaHUX Kw4iB (HeobxigH wob oTpumaTtwn
AOCTYN [0 MaWwuHW 3a 3reHepoBaHUM KJIlYeM)

hduser@VT-USHM1:/root$ cat ~/.ssh/id_rsa.pub >>
~/.ssh/authorized_keys

# Koniwemo K4 Ha iHwi BYy3/M KnacTtepy (HeEO6XigHO Ans OTpUMaHHS
AOCTYNy [0 BY3/1iB BUKOPUCTOBYKUM K04, 3reHepoBaHWin Ha Kpoui 2)

hduser@VT-USHM1:/root$ ssh-copy-id -i ~/.ssh/id_rsa.pub hduser@vT-
USHS1
hduser@VT-USHM1:/root$ ssh-copy-id -i ~/.ssh/id_rsa.pub hduser@vT-
USHS2



IlepeBipka SSH pocrymy
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[TepeBipKy MOX/IMBOCTI ITiJK/TFOUEHHST ITOTPiOHO BHUKOHATU “3 KOXKHOTO BY371a

[0 KO)XKHOTO By3/1a”. Hukue mokasaHO repeBipKy Mifk/iaroueHHs 3 By3na VI-USHM1

1o Bysna VI-USHSI.

1. hduser@VT-USHM1:~$ ssh hduser@VvT-USHS1
The authenticity of host 'vt-ushsl (192.168.1.231)' can't be
established.
ECDSA key fingerprint is
b5:cf:ba:53:4c:ce:10:20:75:c4:af:cl1:5f:e9:de:6f.
Are you sure you want to continue connecting (yes/no)? yes

# BipgnoBipgaemo ‘yes’, nicns 4oro NOBHHO BMKOHATWUCb MiAK/AWYEHHS A0
By3na VT-USHS1 6e3 3anuTy naposio

Warning: Permanently added 'vt-ushs1,192.168.1.231' (ECDSA) to the
list of known hosts.

Welcome to Ubuntu 18.04.6 LTS

* Documentation: https://help.ubuntu.com/

Last login: Thu Dec 1 19:07:51 2020 from vt-ushml
hduser@VT-USHS1:~$

ITicnsa BIKOHSIHHS TMOKa3aHUX BHIILIE KpOKiB, BY3/I1 Maﬁ6YTHBFO TeCTOBOI'O

K/IaCcTepy TOTOBI [IjIsi BCTAHOBJIEHHSI Ha HUX TIporpaMHoro 3abe3neuedHss Hadoop.
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BcranoBnenns Hadoop

Ioka3aHi Hudicue Kpoknu He0b6XiOHO BUKOHAMU HA KOXCHOMY 8Y3/i.

B maHoMy TnipuK/ia/ii BAKOPUCTOBY€EThCS Bepcisi Hadoop — 2.7.3.

3aBaHTa)XUTH  JuUCTpubyTB Hadoop MoxHa 3  odililiHoro cairy

http://hadoop.apache.org/releases.html

Po3makoByeMO 3aBaHTa)KeHHI apxiB Ta KOTIOEMO JlaHi y AUPeKTOpito e Oyze

BCcTaHOB/NeHu Hadoop (y nipuknazi ue “/usr/local/hadoop”)

L .

# Po3nakoBKa apxiBy
root@vT-USHM1: /home/hduser# tar xzf hadoop-2.7.3.tar.gz

# ApixB 6ype posnakoBaHo y agupekTtopit /home/hduser/hadoop-2.7.3
# Koniwemo Hadoop y pupekTopit BcTaHoBneHHa (/usr/local/hadoop)
root@VvT-USHM1: /home/hduser# cp -r hadoop-2.7.3 /usr/local/Hadoop

# 3MiHWEMO npaBa AOCTyny Ta BNacHUKa AupekTopii Ha KopucTyBauda
hduser

root@VvT-USHM1: /home/hduser# sudo chown -R hduser:hadoop
/usr/local/hadoop

PeparyBanus ¢aiiny /home/hduser/.bashrc

# BipgkpuBaemo ¢aiin .bashrc Ha pepgaryBaHHA 1 godaemMo HacTynHi
napameTpu y KiHeub o¢ainy
root@vVT-USHM1:/home/hduser# nano .bashrc

# Setting the evironment variables for running Java and Hadoop
commands

export HADOOP_HOME=/usr/local/hadoop

export JAVA_HOME=/usr/lib/jvm/java-8-oracle

# Alias for Hadoop commands
unalias fs &> /dev/null
alias fs="hadoop fs"
unalias hls &> /dev/null
alias hls="fs -1s"

# Defining the function for compressing the MapReduce job output
lzohead () {
hadoopfs -cat $1 | lzop -dc | head -1000 | less

}

#Adding HADOOP_HOME variable to PATH
export PATH=$PATH:$HADOOP_HOME/bin


http://hadoop.apache.org/releases.html

47
dannu KoHgirypauii Hadoop
Crircok ¢aiinis, fKi HeOOXiZHO pefaryBaTu:
* /usr/local/Hadoop/etc/hadoop/core-site.xml — 0OCHOBHi Ha/lallITyBaHHSI;
* /usr/local/Hadoop/etc/hadoop/hdfs-site.xml — HamamTyBaHHs alinoBoi
cuctemu Hadoop;
* /usr/local/Hadoop/etc/hadoop/mapred-site.xml — HanalmITyBaHHS BUKOHAHHS
3aiau MapReduce;
* /usr/local/Hadoop/etc/hadoop/yarn-site.xml — HanallITyBaHHS MeHepKepa

pecypciB YARN.

JleTanbHUM OMUC 3HAUEHHS NTapaMeTpPiB MOXKHA 3HAUTHU Ha OQIiLliIHHOMY CaMTi:

* http://hadoop.apache.org/docs/r2.7.3/hadoop-project-dist/hadoop-common/

core-default.xml

* http://hadoop.apache.org/docs/r2.7.3/hadoop-project-dist’/hadoop-hdfs/hdfs-

default.xml

* http://hadoop.apache.org/docs/r2.7.3/hadoop-mapreduce-client/hadoop-
mapreduce-client-core/mapred-default.xml

* http://hadoop.apache.org/docs/r2.7.3/hadoop-yarn/hadoop-yarn-common/

yarn-default.xml



http://hadoop.apache.org/docs/r2.7.3/hadoop-yarn/hadoop-yarn-common/yarn-default.xml
http://hadoop.apache.org/docs/r2.7.3/hadoop-yarn/hadoop-yarn-common/yarn-default.xml
http://hadoop.apache.org/docs/r2.7.3/hadoop-mapreduce-client/hadoop-mapreduce-client-core/mapred-default.xml
http://hadoop.apache.org/docs/r2.7.3/hadoop-mapreduce-client/hadoop-mapreduce-client-core/mapred-default.xml
http://hadoop.apache.org/docs/r2.7.3/hadoop-project-dist/hadoop-hdfs/hdfs-default.xml
http://hadoop.apache.org/docs/r2.7.3/hadoop-project-dist/hadoop-hdfs/hdfs-default.xml
http://hadoop.apache.org/docs/r2.7.3/hadoop-project-dist/hadoop-common/core-default.xml
http://hadoop.apache.org/docs/r2.7.3/hadoop-project-dist/hadoop-common/core-default.xml
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@aitni KoH(QIrypauii MOBiHHI MaTh HaCTYMHI OCHOBHI MapaMeTpHu:
1. core-site.xml

<?xml version="1.0" encoding="UTF-8"?>

<?xml-stylesheet type="text/xsl" href="configuration.xsl"?>

<l--
Licensed under the Apache License, Version 2.0 (the "License");
you may not use this file except in compliance with the License.
You may obtain a copy of the License at

http://www.apache.org/licenses/LICENSE-2.0

Unless required by applicable law or agreed to in writing,
software

distributed under the License is distributed on an "AS IS" BASIS,

WITHOUT WARRANTIES OR CONDITIONS OF ANY KIND, either express or
implied.

See the License for the specific language governing permissions
and

limitations under the License. See accompanying LICENSE file.
-->

<!-- Put site-specific property overrides in this file. -->

<configuration>
<property>
<name>hadoop.tmp.dir</name>
<value>/usr/local/hadoop/app/hadoop/tmp</value>
</property>
<property>
<name>fs.defaultFS</name>
<value>hdfs://VT-USHM1:54310</value>
</property>
<property>
<name>io.file.buffer.size</name>
<value>131072</value>
</property>
</configuration>



2. hdfs-site.xml

<?xml version="1.0" encoding="UTF-8"?>

<?xml-stylesheet type="text/xsl" href="configuration.xsl1"?>

<!--
Licensed under the Apache License, Version 2.0 (the "License");
you may not use this file except in compliance with the License.
You may obtain a copy of the License at

http://www.apache.org/licenses/LICENSE-2.0

Unless required by applicable law or agreed to in writing,
software

distributed under the License is distributed on an "AS IS" BASIS,

WITHOUT WARRANTIES OR CONDITIONS OF ANY KIND, either express or
implied.

See the License for the specific language governing permissions
and

limitations under the License. See accompanying LICENSE file.
-->

<!-- Put site-specific property overrides in this file. -->

<configuration>
<property>
<name>dfs.namenode.name.dir</name>
<value>file:/usr/local/hadoop/store/hdfs/namenode</value>
</property>
<property>
<name>dfs.datanode.name.dir</name>
<value>file:/usr/local/hadoop/store/hdfs/datanode</value>
</property>
<property>
<name>dfs.namenode.checkpoint.dir</name>
<value>file:/usr/local/hadoop/store/hdfs/namesecondary</value>
</property>
<property>
<name>dfs.block.size</name>
<value>134217728</value>
</property>
</configuration>

49
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3. mapred-site.xml

<?xml version="1.0"?>
<?xml-stylesheet type="text/xsl" href="configuration.xsl1"?>

<configuration>

<property>
<name>mapreduce.framework.name</name>
<value>yarn</value>

</property>

<property>
<name>mapreduce.jobhistory.address</name>
<value>VT-USHM1:10020</value>

</property>

<property>
<name>mapreduce. jobhistory.webapp.address</name>
<value>VT-USHM1:19888</value>

</property>

<property>
<name>yarn.app.mapreduce.am.staging-dir</name>
<value>/user/hduser</value>

</property>

<property>
<name>mapred.child. java.opts</name>
<value>-Djava.security.egd=file:/dev/../dev/urandom</value>

</property>

<property>
<name>mapreduce.map.memory.mb</name>
<value>2048</value>

</property>

<property>
<name>mapreduce.reduce.memory.mb</name>
<value>4096</value>

</property>

<property>
<name>mapreduce.map.java.opts</name>
<value>-Xmx1024m</value>

</property>

<property>
<name>mapreduce.reduce.java.opts</name>
<value>-Xmx3072m</value>

</property>

</configuration>
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4. yarn-site.xml

<?xml version="1.0"?7>
<configuration>

<property>
<name>yarn.resourcemanager.hostname</name>
<value>VT-USHM1</value>

</property>

<property>
<name>yarn.resourcemanager.bind-host</name>
<value>0.0.0.0</value>

</property>

<property>
<name>yarn.nodemanager .bind-host</name>
<value>0.0.0.0</value>

</property>

<property>
<name>yarn.nodemanager .resource.memory-mb</name>
<value>6144</value>

</property>

<property>
<name>yarn.nodemanager .aux-services</name>
<value>mapreduce_shuffle</value>
</property>

<property>

<name>yarn.nodemanager .aux-services.mapreduce_shuffle.class</name>
<value>org.apache.hadoop.mapred.ShuffleHandler</value>
</property>

<property>
<name>yarn. log-aggregation-enable</name>
<value>true</value>

</property>

<property>
<name>yarn.nodemanager.local-dirs</name>
<value>file:/usr/local/hadoop/app/yarn/local</value>
</property>

<property>
<name>yarn.nodemanager . log-dirs</name>
<value>file:/usr/local/hadoop/app/yarn/log</value>
</property>

<property>
<name>yarn.nodemanager.remote-app-log-dir</name>
<value>hdfs://VT-USHM1:54310/var/log/yarn/apps</value>
</property>

</configuration>
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daiu Ha/lalITyBaHHSA BY3/1iB
Heo0OxigHO CTBOPUTH HACTYTIHI (haiiiu:
* /usr/local/Hadoop/etc/hadoop/masters — CIUACOK TOMOBHUX BY3/iB (Ha HUX
OynyTh 3amyckatuch ciy>kbu NameNode Ta ResourceManager);
* /usr/local/Hadoop/etc/hadoop/slaves — cmucoK TiJjerux By3/iB (Ha HUX
OymyT 3anyckatuck ciy>k6u DataNode Ta NodeManager).
Honaemo y daiiiv HaCTYIHI PsJIKU:
1. masters

VT-USHM1

2. slaves

VT-USHS1
VT-USHS2

CTBOpeHHs JUPEKTOPii HeoOXigHuX 17151 podoTu Hadoop
HeobxigHo cTBOpUTH AMpeKTopii, siKi OymM BKaszaHi y KoHGirypamiiHux
datinax Builie.

root@vVT-USHM1:~# su hduser

hduser@VT-USHM1:/root$ cd /usr/local/hadoop

hduser@VT-USHM1: /usr/local/hadoop$ mkdir app

hduser@VT-USHM1: /usr/local/hadoop$ mkdir app/hadoop

hduser@VT-USHM1: /usr/local/hadoop$ mkdir app/hadoop/tmp

hduser@VT-USHM1: /usr/local/hadoop$ mkdir app/yarn

hduser@VT-USHM1: /usr/local/hadoop$ mkdir app/yarn/local

hduser@VT-USHM1: /usr/local/hadoop$ mkdir app/yarn/log

hduser@VT-USHM1: /usr/local/hadoop$ mkdir store/hdfs/namenode
. hduser@VT-USHM1:/usr/local/hadoop$ mkdir store/hdfs/datanode
. hduser@VT-USHM1:/usr/local/hadoop$ mkdir store/hdfs/ namesecondary

RPRPrOoo~NOOTh WNE

R o -
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3anyck Hadoop

[Tepen meprmm 3armyckoM Hadoop HeoOXigHO BifgdopmaryBaTv pO3IOAieHy

datinoBy cucremy HDFS. HaBefeHi HwKue KpPOKM TIOTPiOHO BHMKOHYBaTH Ha

TOJIOBHOMY BY3J1i KnacType (B laHOMy TIpuK/aji te By3en VI-USHM1).

il

L .

arwNRE

D

domaryBaHHA (aii/10BOi CUCTEeMH
IaHuii KpOK BUKOHYEThCS JIMILIe T1iJl yac TepIIoro 3anycky kaacrepy Hadoop.

hduser@VT-USHM1: /usr/local/hadoop$ bin/hdfs namenode -format

3anyck ¢ainoBoi cucremu Hadoop

hduser@VvT-USHM1: /usr/local/hadoop$ sbin/start-dfs.sh

Starting namenodes on [VT-USHM1]

VT-USHM1: starting namenode, logging to
/usr/local/hadoop/logs/hadoop-hduser-namenode-VT-USHM1.out
VT-USHS2: starting datanode, logging to
/usr/local/hadoop/logs/hadoop-hduser-datanode-VT-USHS2.out
VT-USHS1: starting datanode, logging to
/usr/local/hadoop/logs/hadoop-hduser-datanode-VT-USHS1.out

Starting secondary namenodes [0.0.0.0]

0.0.0.0: starting secondarynamenode, logging to
/usr/local/hadoop/logs/hadoop-hduser-secondarynamenode-VT-USHM1.out

[Ticst mepIioro 3amycKy HeoOXiZ[HO CTBOPUTH C/Ty>KOOBi TUPEKTOPii.

hduser@VT-USHM1: /usr/local/hadoop$ bin/hdfs dfs -mkdir /user
hduser@VT-USHM1: /usr/local/hadoop$ bin/hdfs dfs -mkdir /user/hduser
hduser@VT-USHM1: /usr/local/hadoop$ bin/hdfs dfs -mkdir /var
hduser@VT-USHM1: /usr/local/hadoop$ bin/hdfs dfs -mkdir /var/log
hduser@VT-USHM1: /usr/local/hadoop$ bin/hdfs dfs -mkdir
/var/log/yarn

hduser@VT-USHM1: /usr/local/hadoop$ bin/hdfs dfs -mkdir
/var/log/yarn/apps

3anyck MeHe/pKepy pecypciB Hadoop

hduser@VT-USHM1: /usr/local/hadoop$ sbhin/start-yarn.sh

starting yarn daemons

starting resourcemanager, logging to /usr/local/hadoop/logs/yarn-
hduser-resourcemanager-VT-USHM1.out

VT-USHS1: starting nodemanager, logging to
/usr/local/hadoop/logs/yarn-hduser-nodemanager-VT-USHS1.out
VT-USHS2: starting nodemanager, logging to
/usr/local/hadoop/logs/yarn-hduser-nodemanager-VT-USHS2.out
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3anyck cepBepy icropii Hadoop

1. hduser@VT-USHM1:/usr/local/hadoop$ sbin/mr-jobhistory-daemon.sh
start historyserver

starting historyserver, logging to /usr/local/hadoop/logs/mapred-
hduser-historyserver-VT-USHM1.out

3anyck 3ajaui Ha Kiaacrepi Hadoop

HOuctpubytTie Hadoop Bkmouae B cebe TIpUK/Iagu 3a/ad, $Ki MOKHA
3aITyCTUTH, 11100 MepeBipUTH Tparie3faTHICTh Ta KOPEKTHICTh HaJlallITyBaHb KacTepy.
B maHomy kiactepi, 1[0 OyB Ha/aIllITOBaHWM, TIPUK/IaH 3HAXOASATHCS Y JUPEKTOPil
/usr/local/hadoop/share/hadoop/mapreduce/hadoop-mapreduce-examples-2.7.3.jar

B mioganbiiomy Ha KjacTepl MOXHa [J0JATKOBO HaJallITyBaTU BUCOKOPIBHYBI
3acobu poboTH Ta KepyBaHHS, Taki sk Apache Pig, Apache Hive, Apache QOozie,

TOILIIO.

3ynunka ksacrepy Hadoop

1. hduser@VT-USHM1:/usr/local/hadoop$ sbin/mr-jobhistory-daemon.sh
stop historyserver

stopping historyserver

hduser@VT-USHM1: /usr/local/hadoop$ sbin/stop-yarn.sh
stopping yarn daemons

stopping resourcemanager

VT-USHS1: stopping nodemanager

VT-USHS2: stopping nodemanager

no proxyserver to stop

hduser@VT-USHM1: /usr/local/hadoop$ sbin/stop-dfs.sh
Stopping namenodes on [VT-USHM1]

VT-USHM1: stopping namenode

VT-USHS2: stopping datanode

VT-USHS1: stopping datanode

Stopping secondary namenodes [0.0.0.0]

0.0.0.0: stopping secondarynamenode
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TOJIATOK 3
TABJINLISI BAPIAHTIB

HaegedeHi _Hucue sapiaHmu Haoarombcs 0415 03HAUOM/IEHHS i 8 No0anbuoMy

MOJKCymb 6ymu 3MiHeHi.

BapiaHT po3paxoByeThCsi 3a (POPMYJIOHO:
X =<mopsiAKOBUI HOMep y rpymi>mod 10

Ta6muua /13.1. BapianTu podoTu

X BapiaHT — o6uncuTi
KiJIbKiCTh 3HaUeHb “00’€eMy TOpriB” meBHOI
0 Be/IMUMHU (06epimb camocmiliHo) ans 3-X Tap
3a KOXKEH MiCAIL[b
. MiHIMaJibHe 3HaueHHs “LiiHU BiAKPUTTA” [J1s1 2-
X Map 3a KOXKeH pik
5 cepegHe cyMH “00’eMiB TOpriB” 3-x map 3a
KO>XHI TTiIBPOKY
3 CyMy “MakCMMyM LiiH” 3-X Iap 3a IeBHi TpU
MicsLi
4 MacCKUMaJibHe Pi3HUIli MiX “00’emMamu TOpriB”
2-X BaJIFOTHUX Map 3a NeBHUM MiCSLb
5) KiJTBKiCTh 3aMuCiB, KOJIM 3HauUeHHs “06’emy
TOPIiB” He IepeBuILyBaJIO [IeBHY BeJIMUUHY
(obepimb camocmitiHo)
6 3HAWTH /1aTH, KOMX “00’€eM TOpriB” 2-X map
OyJ/i1 OIHAKOBHMMH 3a TIEBHHUH PiK
7 Cymy “LIiHM 3aKpUTTSA” 3-X Map 3a KOXKeH PiK
8 cepefiHE 3HaUeHHS “LIiHU 3aKPUTTS” /11 3-X
rap 3a KOXKHI /iBa pOKH
9 KIJIBKICTB 3arucCiB, KOM “LiiHa BIJKPUTTS” Ta
“I1iHa 3aKpUTTs” Oy OJHAKOBUMH, 3a KOXHi
TPHY MicCALi
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